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The Formulation of Imitation Learning is Limited

11 1 .1 1 1
0i,ai, 05,043, ..., OF, A
2 2 2 2 2 2
oi,ai,05,as, ..., 07, At

N N N N N N
0y,a;,0,,0a3,...,07,ar

Demonstration dataset

sample

0; - observation
a; - action

mg(ac|oe) - policy

« Models learn only “the mapping” between observations and actions,
instead of “the effect” of each action on an observation



The Formulation of Imitation Learning is Limited
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Demonstration dataset

« Models learn only “the mapping” between observations and actions,
instead of “the effect” of each action on an observation

» (Can we achieve the goal with the current action?
» How long does it take to achieve the goal?

» How will the world change?
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« Models learn only “the mapping” between observations and actions,
instead of “the effect” of each action on an observation

 Imitation learning assumes the existence of an expert, limiting the
application scenario



Can We Have a General Learning Framework for All Different Tasks?
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Magnetic control of tokamak plasmas through deep reinforcement learning. Degrave et al.
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AnyCar to Anywhere: Learning Universal Dynamics Model for Agile and

Adaptive Mobility. Xiao et al.
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« Models learn only “the mapping” between observations and actions,
instead of “the effect” of each action on an observation

 Imitation learning assumes the existence of an expert, limiting the
application scenario

 Imitation learning is “at best” as good as the expert
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Can We Reformulate the Learning Problem with
Rewards not Action Labels?




Can We Reformulate the Learning Problem with
Trial-and-Error not Imitation?




A Learning Framework that Solves Locomotion

Rocky area next to river bed;

RMA: Rapid Motor Adaptation for Legged Robots. Kumar et al. 9



A Learning Framework that Solves Complex Locomotion
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A Learning Framework that Solves Rubik's Cube

Solving Rubik's Cube with a Robot Hand. OpenAl. 11



A Learning Framework that Solves Multi-Agent Competition

active skills and object interaction:
icking a moving ball
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A Learning Framework that Surpasses Experts

Speed X1




Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making

»Value estimation with Dynamic Programming
»Policy Improvement

* Value estimation with Monte Carlo approach
* Value estimation with Temporal-Difference learning
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Actions Induce Changes of the Environment

« Atrajectory of interaction in the environment
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State s;
Reward r;

State s;44
Reward 44
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The Reward Function r(s, a) Estimates
Goodness of Each State-Action Pair

« Atrajectory of interaction in the environment
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In fact, Defining Reward Functions is Tricky...

success

1 |
ALY
s - ,.; n
g 1
8 2 = e

Leading others

Energy efficiency

Tire wear

Safety

Acceleration smoothness
Circular motion

« The most general form of rewards The biased form of rewards

» Don't need domain knowledge » Need domain knowledge
« The sparsest form of rewards « Denser forms of rewards

» Credit assignment issue » Guide / facilitate learning with
« [earning with only these rewards is expert knowledge / prior

Require huge human efforts
» LLMs sometimes can help

sample inefficient
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Reinforcement Learning: Learns to Maximize
the Total Reward of an Episode of Interaction

« Atragjectory of interaction in the environment
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Action a;

State s;
Reward r;
« Maximize the expected value of the cumulative sum of reward

State s;4q 0* = alglnax Erope () [Zr S¢, Ay ]
Reward 7344
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Reinforcement Learning: Learns to Maximize
the Total Reward of an Episode of Interaction

« Atragjectory of interaction in the environment

T

Action pﬁ'(sl: a, ..., ST, ElT) — p(sl) H Wﬁ'(a£|si)p(sﬂ+1|si a )
. 1 ! t=1 /
State po(7) Previous actions decide what future states
o we will perceive
Reward r;

« Maximize the expected value of the cumulative sum of reward

State s;4q 0* = alglnax Erope () [Zr S¢, Ay ]
Reward 7344

20



A Sequence of Actions are Not Temporally Independent...

« An action induce changes of the environment state
» An action may have low reward now, but lead to very high-reward future states
» An action may have high reward now, but lead to very low-reward future states

Tt Tt+1 Tt+2
//‘\ z/\\ //\\
St » St+1 > St+2 * @7
at U At4+1 U At42

A* — arg IHéLX ETNET (1) {; ?*(Sm af,):|

Consider an entire episode of the
interaction, not each individual action
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A Sequence of Actions are Not Temporally Independent...

« An action induce changes of the environment state
» An action may have low reward now, but lead to very high-reward future states
» An action may have high reward now, but lead to very low-reward future states

Tt Tt+1 Tt+2
//‘\\ //\\\ //\\
\
N /‘\ N /\ N
4( St > » St+1 > St+2 * @7
At v At4+1 U At42

Or, we can have better estimation of state-action
reward, that consider possible future rewards?
5 ~pg(T)

o]

Consider an entire episode of the
interaction, not each individual action

* *
0* = arg max [,
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Reinforcement Learning: Trial-and-Error Learning

23



Reinforcement Learning: Trial-and-Error Learning

o
=

« Explore: discover actions that may have high
rewards, but usually are suboptimal
24 « Exploit: take the current best action

Task: make a right turn

v

DJemal




Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

25



Let's Consider a Non-Sequential Setup

« Non-sequential setup:
» Each action results in an immediate reward

> We want to choose actions that maximize our immediate reward in

expectation
» There is no state

« This simplified setup is also called “Bandit Problem”

This simplified setup helps us to focus on key components / tools in RL

26



Let's Consider a Non-Sequential Setup

Non-sequential setup:
> Each action results in an immediate reward
> We want to choose actions that maximize our immediate reward
in expectation
» There is no state

For example, choosing which restaurant to go
> Actions: the restaurants to choose from

» Rewards: your happiness

Let's say you can eat outside 100 times, what's the best strategy to
maximize your total happiness?

> Explore: discover new restaurants

» Exploit: go to the favorite restaurant

Without exploration, you may end up going to 7-11 all the time;
Without exploitation, you keep trying new but bad restaurants.



Let's Consider a Non-Sequential Setup

Non-sequential setup:
> Each action results in an immediate reward
> We want to choose actions that maximize our immediate reward
in expectation
» There is no state

« For example, choosing which restaurant to go
> Actions: the restaurants to choose from

» Rewards: your happiness

« Let's say you can eat outside 100 times, what's the best strategy to
maximize your total happiness?
> Explore: discover new restaurants

> Exploit: go to the favorite restaurant o
PO & This is the key question in RL

« Without exploration, you may end up going to 7-11 all the time;
Without exploitation, you keep trying new but bad restaurants.




Multi-Armed Bandit Problem




Multi-Armed Bandit Problem

« Attimestept
» The agent plays one of the Karms
» The k" arm produces reward r, . when played
» Thereward ry . is drawn from a probability
distribution P, with mean u; and std g3, (Note:
the distribution could be non-Gaussian).

> The real reward distribution is unknown
r~P; ry~P, r3~P;3
Pr=Nu,01) P =Nz 02) Py =N 0s) « How to maximize the total reward for playing the

bandit machines within a finite or infinite horizon?

30



What's the Strategy if the Reward Distribution is Known

3
2
.(3)
1 ! +(5)
\ 2+(9)
Reward o -Be-0R ¥ __ q*_(_ e B N BN 5
distribution (1) ¢.(10)
q*(2) )
-1 q-(8)
q-(6)
2
3
| I | | | I | T |
1 2 3 4 5 6 7 8 9 10

Action

If the distribution is known, the best strategy is to exploit:
play the arm with the highest expected reward

Image credit Microsoft st



How to Formulate the Behavior of Exploitation?

« Expected reward: q*(ay) = E[r¢|A; = a;]

« Action-value estimates: Q.(ag) « Characterizes how good an action ay is

Check Appendix 1 for incremental implementation of
value estimation
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How to Formulate the Behavior of Exploitation?

« Expected reward: q*(ay) = E[r¢|A; = a;]
« Action-value estimates: Q.(ay) « Characterizes how good an action ay is
« @reedy action selection method: select the action with the highest estimated value:

A = argmax Q;(a)
a

> If A, = A;”, you are exploiting your current knowledge of the values of the actions
> If A, # A;, you are exploring. You improve your estimate of the non-greedy actions

33



How to Formulate the Behavior of Exploitation?

Expected reward: q*(ay) = E[ry|A; = a;]
Action-value estimates: Q.(ay) « Characterizes how good an action ay is
Greedy action selection method: select the action with the highest estimated value:

A = argmax Q;(a)
a

> If A, = A;”, you are exploiting your current knowledge of the values of the actions
> If A, # A;, you are exploring. You improve your estimate of the non-greedy actions

If Q:(ay) = q*(a), no need for exploration. Greedy action selection is the best strategy.

If Q:(ax) # q*(ay), you need exploring different actions to refine your action-value
estimation, otherwise, you end up choosing sub-optimal actions
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The Exploration / Exploitation Dilemma

- Exploitation: Make the best decision given current information
« Exploration: Sacrifice some action budget to gather more information

« Key question: when to explore and when to exploit?

« |dea 1: e-greedy method, a naive solution that decide to explore / exploit
by throwing a dice with probability &

35



e-Greedy Method

A simple bandit algorithm

Initialize, for a = 1 to k:

Qa) < 0
N(a) + 0

it?
Loop forever: Explore or Exploit:

A { argmax, Q(a) with probability 1 —& (breaking ties randomly)
a random action with probability &

R < bandit(A)

N(A) < N(A)+1

Q(A) + Q(A) + ﬁ 'R — Q(A)]| Update the action-value estimation..

36



Average
reward

1.5 _

0.5

e=0.1

MR I

e=0.01

£ : (greedy)

I
250

| | 1
500 750 1000

Steps

With higher g, the agent sacrifice performance in
the earlier steps for exploration, but it becomes
superior later with better action-value estimation

With € = 0, the agent is stuck in the local minimum
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The Exploration / Exploitation Dilemma

- Exploitation: Make the best decision given current information
« Exploration: Sacrifice some action budget to gather more information

« Key question: when to explore and when to exploit?

« |dea 2: upper confidence bound (UCB) method, the more uncertain we are
about an action-value, the more important it is to explore that action

r(Q)

38



Upper Confidence Bounds

e Estimate an upper confidence U,(a) for each action value such that with high
probability:

q«(a) < Qfa) + Ufa)

/ N\

Estimated Upper
Confidence

Estimated mean

e This upper confidence depends on the number of times action a has been
selected

e Small Ni(a) = large U,(a) (estimated value is uncertain)

e Large Ni(a) = small U,(a) (estimated value is accurate)

e Select action maximizing Upper Confidence Bound (UCB)

a, = argmax . ,0/a) + U/la)



Upper Confidence Bound (UCB)

e A clever way of reducing exploration over time
e Estimate an upper bound on the true action values

e Select the action with the largest (estimated) upper bound

A = argmax [Qt(a) + ¢4/ fifzi; ]

e cisahyper-parameter that trades-off explore/exploit

e the confidence bound grows with the total number of actions we have
taken t but shrinks with the number of times we have tried this particular

action N,(a). This ensures each action is tried infinitely often but still
balances exploration and exploitation.

¢ t: how many times | have played any action,

e N(a): how many times | have played action ain t interactions

51
Slide credit K. Fragkiadaki UCB1: Auer, Cesa-bianchi, and Fischer, Finite-time analysis of the multiarmed bandit prablem, 2002



Upper Confidence Bound (UCB)

e A clever way of reducing exploration over time
e Estimate an upper bound on the true action values

e Select the action with the largest (estimated) upper bound

logt

A; = argma a)+c
t ga X Qt() Nt({l)

Ucff‘ﬁ:w‘?;-imWﬁmﬁ‘*ﬂ“ﬂ*%‘*-""-"‘*ﬂ'w
sl i
Jﬂ.}'.!*"" E-greedy £ =0.1
.r‘
Average |
reward
LY
u~1
] 258 = 7 rocd
Steps

L SR n— . . .
UCB1: Auer, Cesa-bianchi, and Fischer, Finite-time analysis of the multiarmed bandit problem, 2002



The Exploration / Exploitation Dilemma

- Exploitation: Make the best decision given current information
« Exploration: Sacrifice some action budget to gather more information

« Key question: when to explore and when to exploit?

« |dea 3: gradient bandit method, sample an action based on relative
preference over other actions

Check Appendix 2!
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Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making
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S0 Far, We've Considered a Non-Seguential Setup

But in most cases, we have “states” and every action
has sequential effect!

Tt Tt+1 Tt42
//“\\ //\\\ //\\
AN
N /‘\ N m N
4( St > » St+1 > St+2 * @7
at N At+1 N At 42

Moreover, we often don't know “states” but have
only “observations”...

Tt Tt+1 Tt+2

1\ 7\ PR
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Let’s First Define the Following Components

state

"_| Agent I

~

L

Environment ]«1——

action
A,

Agent: the decision maker that senses the
environment and decide “what actions” to take in
the environment

Environment: the world

Policy: a mapping function from states /
observations to actions.

Reward: the signal indicates “what” you want a
robot to achieve, not “how” you want it to achieve
State: the representations that retain all “essentia
information for decision making

(World) Model: the transition function that maps
states / observations and actions to future states /
observations

|II
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MDP vs. POMDP

Markov Decision Process

« Markov property:
» The transition to s; only depends on the

immediately preceding state and action, s;_;
o and a;_,, not at all on earlier states and actions.
» The state must include information about all
@ aspects of the past agent-environment
/' /V / interaction that make a difference for the
Ao A, A,

future
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MDP vs. POMDP

Markov Decision Process Partiall Observable Markov
Decision Process

) %

.

NSY, /

State is a hidden variable. The decision is
only conditioned on partial observations

47



(Partially Observable) Markov Decision Process

NI, VY VY TE AT | e P R

- o .

Vv XN\ &
We(at|0f) ,
S; — state
The observed information of o; — observation mo(as|os) — policy
the environment a; — action mo(ay|s;) — policy (fully observed)

Markov property Reward function signals if
independent of s;_4 the goal is achieved:

p(Sty1/se, ar) \_/ * 1 =1(St+1, St Ar)
— © 1 =71(sa)

The true information of Transition function models how the
the environment environment changes with the action

Slide adapted from S. Levine 48



Markov Decision Process

The observed information of

the environment o _ , ,
Reward function signals if

Markov property the goal is achieved:

independent of s;_; * 1 =1(S¢+1, St At)

* 1 =71(Sea)

S
p(5t+1|5t:at) r\_Q/ p(sf;+]_‘s)§,af)

e ~—
The true information of Transition function models how the
the environment environment changes with the action
Most General Case: Most Specific Case:
Transition function is unknown Transition function is known
Reward function is unknown Reward function is known
Observed information is incomplete (o; # s¢) Observed information is complete (o; = s;)

49



Reinforcement Learning: Learns a Policy that Maximizes
the Total Reward ot a sequence of actions

« Atragjectory of interaction in the environment
"
pe(slj ap, ..., ST, EIT) — p(Sl) H?Tg(at|5t)p(55+1|8t: aﬁ)
k T ! t=1
po(T)

Action a;

State s;
Reward r;

« Maximize the expected value of the cumulative sum of reward

0* = arg ma E.

State s;44

Reward Tt+1 \4

Policy may be stochastic

Environment may be stochastic

Initial state may be randomly sampled
Ery[r(x)] is smooth in 6

Slide adapted from S. Levine 50



Remember We Talked about Optimal Control

« (Constrained Optimal Control Problem:

N-1

min z c(xy, uy) + c¢ (xy)

XU
k=0

S.txO — 5(:\0
Xik+1 = f(xk,uk),k = O, ,N —1

 Solution 1: Consider it as a mathematical optimization problem. We can solve it
with existing optimization toolboxes (e.g. linear programming, quadratic
programming, non-linear programming ...)

 Solution 2: Solve it with dynamic programming!

51



Remember We Talked about Optimal Control

The objective of RL:

« (Constrained Optimal Control Problem:
0" = = arg max Erpo(r) [Z? S, Ay ]

N-1
r)rcl’hn Z c(i ie) + ¢ (X) In fact, they are very similar problems
k=0 with different notations:
A e control u « action a
S.tXo = Xo ¢ State x & state s

Xee1 = [ ue) k=0, ,N=1 . o c(x,u) & reward r(s,a)
e mMinimize cost & maximize reward

 Solution 1: Consider it as a mathematical optimization problem. We can solve it
with existing optimization toolboxes (e.g. linear programming, quadratic
programming, non-linear programming ...)

 Solution 2: Solve it with dynamic programming!

52



Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making
»Value estimation with Dynamic Programming
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Returns G; in Episodic Tasks

Episode: A sequence of interactions based on which the reward will be judged at
the end

Episodic tasks: interaction breaks naturally into episodes, e.g., plays of a game,
trips through a maze

Returns G;: the cumulative sum of reward, or total reward, starting from time t
Let T be the final time step:

Gt — Rt+1 + Rt+2 + ...+ RT
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Returns G, in Continuing Tasks

Continuing tasks: interaction does not have natural episodes, but just goes on
and on...just like real life

Discounted returns G;: the cumulative sum of reward, weighted by the discount
rate y

Let T be the final time step, where T — oo:

co

Gt = Rey1 t YRy + o = Ek—oykRHkH

Discount rate y decides the present value of future rewards.
> Ify =0, modelis"myopic” concerning only the immediate reward
» Ify =1, model is “farsighted” ignoring the efficiency of achieving the goal

55



Value Functions are Expected Returns

« The state value function v, (s): the expected return starting from state s following
policy m

U (8) = Ep[Ge|S: = s]

« The state value function is dependent on the deployed policy, since different
actions lead to varied future states and total rewards.
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The Recursive Relationships of Value Functions

« The state value function v, (s): the expected return starting from state s following

olicy
pOTICY Ge = Riy1 +YReso ¥ V?Reyzs ++ = Repq1 +vVGipn

Ve (s) = E [G|S; = s] =|E;[Res1 + ¥Gii1|Se = 5] T

« The state value function is dependent on the deployed policy, since different
actions lead to varied future states and total rewards.
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The Recursive Relationships of Value Functions

« The state value function v, (s): the expected return starting from state s following
policy @

U ($) = EnlGelS; = sI=|EglRes1 + ¥Grya|Se = 5]
=) m(als) Y p(s",7ls, D + VErlGerslSear = ']

a

« The state value function is dependent on the deployed policy, since different
actions lead to varied future states and total rewards.

The state value function v, (s) estimates the “goodness” of state s when deploying
policy m. Simply speaking, how easy it is to achieve the goal from state s.
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The Recursive Relationships of Value Functions

« The state value function v, (s): the expected return starting from state s following
policy

Ur(s) = EplGelS; = s =\ExlRes1 + ¥Gri1lSe = 5]
= n(als) Y p(s',rls, 1 + VExlGraslSeay =571

a

) z mals) 2 p(s',rls, a)[r + ye(s)]¢

a

« The state value function is dependent on the deployed policy, since different
actions lead to varied future states and total rewards.
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Value Functions are Expected Returns

« The action value function q, (s, a): the expected return starting from state s and
action a following policy

9. (s,a) = E |G:|S; = s,A; = a] = Zp(s’,rls, a)[r +yv,(s")]
s'r

The action-value function g, (s, a) estimates the “goodness” of action a at state s

when deploying policy . Simply speaking, how easy it is to achieve the goal with
action a at state s.

e |t's obvious to see

va(s) = ) m(als) Y p(s',ls, ) +yvn(s)] = ) m(als)n(s, @

a a
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Optimal Value Functions

« Definition: The optimal state-value function v*(s) is the maximum state-value function over
all policies. In other words, the optimal value function specifies the best possible
performance in the MDP.

v*(s) = max v, (S)

« Definition: The optimal action-value function q*(s, a) is the maximum action-value function
over all policies

q*(s,a) = maxq,(s, a)
T
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Optimal Value Functions

Definition: The optimal state-value function v*(s) is the maximum state-value function over
all policies. In other words, the optimal value function specifies the best possible
performance in the MDP.

v*(s) = max v, (S)

Definition: The optimal action-value function g*(s, a) is the maximum action-value function
over all policies

q*(s,a) = maxq,(s, a)
T
The optimal value function specifies the best possible performance in the MDP.

An MDP is “solved” when we know the optimal value function
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Value Functions

e Value functions measure the goodness of a particular state or state/
action pair: how good is for the agent to be in a particular state or
execute a particular action at a particular state, for a given policy.

e Optimal value functions measure the best possible goodness of states or
state/action pairs under all possible policies.

state = action
values @ values

prediction

control

Slide credit K. Fragkiadaki 63



Why Value Functions are useful

Value functions capture the knowledge of the agent regarding how good is
each state for the goal she is trying to achieve.

"...knowledge is represented as a large number of
approximate value functions learned in parallel...”

Horde: A Scalable Real-time Architecture for Learning Knowledge from Unsupervised Sensorimotor Interaction, Sutton et al.

Slide credit K. Fragkiadaki 64



We Have the Optimal Policy it We Know g*(s, a)

« Anoptimal policy can be found by maximizing over q*(s, a):

a

1,if a = argmax q*(s, a).
n*(als) =
0, otherwise.

65



We Have the Optimal Policy it We Know g*(s, a)

« Anoptimal policy can be found by maximising over q*(s, a):

a

1,if a = argmax q*(s, a).
n*(als) =
0, otherwise.

« Anoptimal policy can be found by maximizing over v*(s) with one-step look ahead:

{1, if a = argmax(Z.,.p(s’,rls,a))(r +yv.(s"))
m*(als) = a ’

0, otherwise.
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Bellman Optimality Equation for v*

1. We have v*(s) = maxq,+(s,a)
a



Bellman Optimality Equation for v*

1. We have v*(s) = maxq,+(s,a)
a

Why?

vel(s) = ) 7(als)n(s, @)

a€eA

= v*(s) = Z m*(als)qy(s,a) = maxq,-(s,a)
aeA e “ RN

1,if a = argmaxq*(s, a).
m*(als) = a

0, otherwise.
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Bellman Optimality Equation for v*

1. We have v*(s) = maxq,+(s,a)
a

2. We can further write the equation:

v'(s) = maxqp(s,a)
= max E.+|G:|S; = s,A; = a]
= max Er+[Rey1 +¥Gis1lSe = s, Ar = al
= max E[Riy1 + vV (SesDIS: = 5,4 = al

= maxz p(s',rls,a)[r + yv*(s')]
a
s'r
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Bellman Optimality Equation for v*

1. We have v*(s) = maxq,+(s,a)
a

(V) 8
2. We can further write the equation: ?&\ a
v*(s) = maxq.-(s,a) A A AT
a
!

= maxE +[G.|S, = 5,4, = a] OO OO0
a

= max Er+[Rey1 +¥Gis1lSe = s, Ar = al

= max E[Riy1 + vV (SesDIS: = 5,4 = al

— zp(s’,rls, a)[r +yv*(s)]

This is again the recursive relationship!
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How to Calculate Value Functions?

terative estimation: utilize the recursive relationships



terative Policy Evaluation

« The state value function v, (s):

b (s) = Z n(als) Z p(s’,rls, [r +yv,(s")]

a

« We can utilize the the recursive relationship to update v,(s)

fork=1:-00:
Vy41(8) = 2n(a|s)zp(s’,r|s, a)[r + yv,(s)]
s'r

a Vik+1)(8) < s
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terative Policy Evaluation

« We can utilize the the recursive relationship to update v,(s)

fork=1:-00:
Vea(s) = ) w(als) ) p(s’,rls )l +yvi(s))

a

« Dynamic programming solution: use a table to keep track of the value function

(% Vk+1

0.64{0.311 0.9 [ 1 0.64{0.811 09 [ 1

0.58 0.8110.9 [ update [0.58 0.8110.9

0.52] O 0.81 0.52(0.47 0.81

01O 0.64 047 O 0.64 V[;,,](S") e g
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Estimate Value Function with Dynamic
Programming

 Current policy: going up, down, left, right with even probability. The action
that would take the agent off the grid would leave the state unchanged.

« Task: Travel from the to the goal location
« Reward: reach goal = 1, otherwise O
Reward map Vo (21
O10 [ Of1 01010710 0| 0 10.25 0.5
0 010 0 010 0 0 [0.25
010 0 010 0 010 0
010 0 0O 0 010 0
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Estimate Value Function with Dynamic

Programming

« Backward dynamic programming, let y = 1.0 (no discount)

a

Reward mWA

oo/l o]ololo
0 o‘(‘)__ 0 o‘b_
0|0 0 0olo 0
0|0 0 0|0 0

= 1><(1 + 1x0) + 1><
4 4

U1
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0| O [0.250.5
0 0 10.25
010 0
0|0 0
ax
4

— z n(als) 2 p(s’,rls, a)[r +yvi(s’)]

=
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Estimate Value Function with Dynamic
Programming

« Backward dynamic programming, let y = 1.0 (no discount)

— z n(als) 2 p(s’,rls, a)[r +yvi(s’)]

a

Reward map A v, ) vy
0]10]|O /1\ 0]0]|O J/L\. 0 | 0 10.250.5
0 | (3 | O 0 E) 0 0 0 [0.25
010 | d | 010 /0 0|0 0
0|0 0 0|0 0 0|0 0
=1><(1+1><0)+1>< +1>< +1><
4 4 4 4
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Estimate Value Function with Dynamic
Programming

« Backward dynamic programming, let y = 1.0 (no discount)

— z n(als) 2 p(s’,rls, a)[r +yvi(s’)]

a

Reward map vy A v
01010 /1\ OO0 0.25@‘ 0 [0.060.4410.88
0 | 0 e 0 | 0 10.25 0 0.13[0.44
0|0 |X]| 0 | 0|0 |X] 0 | 0|0 0.06
O[O 0 O O 0 01| O 0
= 1><(1 + 1x0.5) +l>< +1>< +1><
4 4 4 4
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terative Policy Evaluation

Vir1(8) = Xam(als) Ly, p(s',rls, a)[r + yvi(s')]

Iterative Policy Evaluation, for estimating V ~ v,

Input 7, the policy to be evaluated
Algorithm parameter: a small threshold # > 0 determining accuracy of estimation
Initialize V'(s), for all s € 8T, arbitrarily except that V (terminal) = 0

Loop:
A+ 0
Loop for each s € &:
v+ V(s)
V(s) Xy m(als) Xy, p(/, 7] 8,0) [r + 7V ()]
A + max(A, |v — V(s)|)
until A < 6
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Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making

»Value estimation with Dynamic Programming
»Policy Improvement
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Can We Improve the Current Policy?

« Let's say we obtain the value function v,(s) based on policy  using dynamic programming,
How can we improve the policy?

« Switch to a greedy policy!

1,if a = argmax(Z,,.p(s',rls, a))(r + yv,(s"))
'(als) = a '
0, otherwise.

«  Why greedy policy i’ is better than the original policy m at state s?
Since a greedy policy is deterministic: n'(s) = argmax(Zy ,.p(s’,r|s,a))(r + yv(s"))

qr(s|m'(5))|= max Xy p(s',rls, ) [r + yvn(s')]

The value of selecting action 7’(s) is higher > ¥ mr(als) Dot p(s',rls,a)lr + yv,(s")] =|v,(s)
than following policy w at state s (here we ’
still follow policy m at other states)

Check Appendix 5 for the proof!
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Policy Evaluation and Policy Improvement

 Policy Evaluation: update the (state) value function following the current policy

v (s) = Z m(als) Z p(s',rls,a)[r + yv,(s)]

a

 Policy Improvement: improve the current policy by acting greedily
1,if a = argmax( X, ,.p(s’,r|s,a))(r + yv,(s"))
' (als) = a ’

0, otherwise.

« What if the new greedy policy ' is no better than the original policy & (v,r = v,)?

v(s) = Z ' (als) z p(s',rls,a)[r +yv,(s")]

= max() p(s’,rls, @)(r + yvn(s))

o We have an optimal policy!



Can We Approach Optimality by Alternating Policy
Evaluation and Improvement?

1 E I E I B

Mo ——> Upy ——=> T — Uy, ——=> Mg ——> =+ + —=> Ty — Uy,

 Policy Evaluation: update the (state) value function following the current policy
 Policy Improvement: improve the current policy & by acting greedily
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Policy Iteration

E E E E
o v, By By, L LI EL

Policy Iteration (using iterative policy evaluation) for estimating 7 ~ m,

1. Initialization
V(s) € R and 7(s) € A(s) arbitrarily for all s € §

2. Policy Evaluation
Loop:
A+ 0
Loop for each s € 8:
v V(s)
V(s) < Xqm(als) Xy, p(s',rls,a)[r +yV(s")]
A + max(A, |[v — V(s)|)

until A < 0 (a small positive number determining the accuracy of estimation)

3. Policy Improvement
policy-stable < true
For each s € &:
old-action < m(s)
m(s) < argmax, )., . p(s',7|s,a) [r + 4V (s")]
If old-action # m(s), then policy-stable < false
If policy-stable, then stop and return V =~ v, and 7 =~ 7,; else go to 2
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Generalized Policy Iteration

evaluation
m
(s V

7~ greedy (V)

Improvement

Generalized Policy Iteration: general idea of
letting policy-evaluation and policy-
improvement processes interact,

independent of the granularity and other T >
details of the two processes * - *
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Value Iteration

Things still work out even if we are lazy and partially complete policy iteration steps

Value Iteration, for estimating 7 = 7,

Algorithm parameter: a small threshold # > 0 determining accuracy of estimation
Initialize V (s), for all s € 8, arbitrarily except that V (terminal) =0

Loop:
A+0
Loop for each s € &:

v+ V(s
V(s) S,,Tp(s’, rls,a)[r + vV (s')]
A + max(A, v — V(s)|)

until A < 6

Output a deterministic policy, m ~ m,, such that
m(s) = argmax, >, .p(s',7[s,a) [r+ 4V (s)]

Check Appendix 6 for the proof!
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S0 far, we have several assumptions

We can solve MDP if we know:

1.

2.
3.
4

The transition function (dynamics) of the
environment

The reward function

The Markov property holds

We have enough computational resource

Value Iteration, for estimating 7 ~ 7,

Algorithm parameter: a small threshold € > 0 determining accuracy of estimation
Initialize V(s), for all s € 87, arbitrarily except that V (terminal) =0

Markov property
independent of s;_1

S
\-2/ p(st—l—l‘staat)

p(Str1]st, ar)

Loop:

| A«+0
| Loop for each s € 8:
| v+ V(s)
|
|

V(s) <~ maxq > .| p(s,r|s,a [r + 'yV(s’)]
A + max(A, o=V (s]])
until A < @

m(s) = argmax, >, p(s',r|s,a)|r -7V (s")]

Output a deterministic policy, ™ ~ :-juch that
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Next, we'll go beyond these assumptions

We can solve MDP if we know:

1. The transition function (dynamics) of the @ T @ e T @ @ To @
environment Markov property

2. The reward function C J Y~ J C independent of s;,_;

3. The Markov property holds U pselsnan 2 psee e ar) j_/

4

. We have enough computational resource

Monte Carlo Methods! Temporal-Difference
Learning!
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Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making

»Value estimation with Dynamic Programming
»Policy Improvement

* Value estimation with Monte Carlo approach
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What it we don't know the transition function
and reward function?

Markov Decision Processes: Bellman Optimality Equation

v.(s) = maxq, (s, a)
a

Markov property — max ZS , T?GS'_’.,‘.{_S,_&)W +yv.(s))]
independent of s;_1 a '
S2
p(stilse,ar) N/ p(seyilst, ar) ‘\_/ q.(s,a) = Xy, ps5rissa)risrar+ y max q.(s’,a")]
Assumptions: Generalized Policy Iteration
Full observation o, = s; evaluation
y ¥ . jEEt"Il ft z - v
7~ greedy(V)
Value Functions improvement

vr(s) = Yam(als) Xy plsrtsra) rtsra) + yv(s)]
qr(s,a) = Xy plsTrsra) frisra) + yvg(s')] T & > Uy
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Monte Carlo (MC) Methods: Learning from experience

Dynamic Programming Method

St
a¢
St+1
At+1
St+1

Simulated interaction: we KNow s;44
as we know p(se41|Se ar)
« No (need for) exploration

« No (need for) interaction -



Monte Carlo (MC) Methods: Learning from experience

Dynamic Programming Method Monte Carlo Method
St
a¢
St+1
At+1
St+1

15t trial N® trial
Simulated interaction: we KNow s;44
as we know p(s;y1|Se ar) Actual experience: we don't know s; 4.
« No (need for) exploration unless we visit it

« No (need for) interaction o « Need exploration and interaction



Monte Carlo (MC) Methods: Learning from experience

MC is model-free: no knowledge of MDP
transitions / rewards

MC learns from complete episodes: no
bootstrapping (the estimates for each
state is independent)

What is “bootstrapping”?
» Update value estimates on the basis

of other estimates
v, (s) = z (als) z p(s',rls,a)[r + yv,(s')]

a
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Monte Carlo (MC) Methods: Learning from experience

How to estimate values?
» Sample-average return:

Vn(s) =

G+ ..+ Gy

N

average observed returns from state s

» Anincremental implementation (check

Appendix 1)

93

15t trial Gl

N trigl GN



Value Estimation via DP vs. MC

O 0O O o e

LQL\Q Q@ ) O
/A

ARV SN /N

Dynamic Programming Monte Carlo

Image credit D. Silver 94



How to Obtain Optimal Policies with Monte Carlo methods?

The same idea as generalized policy iteration: alternates optimization of policy
evaluation and policy improvement

v(s) « Xam(als) Xy, p(s',rls, a)[r + yv(s')]

evaluation
m
s V

7 ~ greedy (V)

Improvement But we don't know p(s’,r|s, a)!

m(s) « argmax p. pGhrtsalr + yve(s')]

a
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Convergence of Monte Carlo Control

Use state-action value q,(s, a), and we dont need to know p(s’,r|s,a) !

E I B I E I E
o > Qr, 7 1 ? Qmq > T2 AR ? Ty ? (x,

evaluation « MC methods converge, if:

04 > We have infinite number of

episodes (so the value estimate
converges to the true value)

max ¢r (s, a) /i3 Q » We visit every state-action pairs

qr, (s, argmax q., (s, a))
a

qry, (Sa Tk+1 (S))

r,, (8, Tk (8)) (so the value estimate will be
v, (8). 7 ~ greedy(Q) the same as the true value)

AVARAYS

iImprovement

n(s) « argmaxq,(s,a)
a
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Convergence of Monte Carlo Control

Use state-action value q,(s, a), and we dont need to know p(s’,r|s,a) !

E
ﬂ'O : Q’.’TQ

qry, (Sa Tk+1 (S))

AVARAYS

QTrk (87 a‘rgma‘x q’ﬂ'k (37 a‘))
a

Max g, (s,a)

Ay, (57 Tk (S))

U, (8).

evaluation
Q ~ qr

w 2

iImprovement

n(s) « argmaxq,(s,a)
a
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P — @, —> Tg —> *++ —> Ty — Qx,

« MC methods converge, if:
> We have infinite number of
episodes (so the value estimate
converges to the true value)
» \We visit every state-action pairs
(so the value estimate will be
the same as the true value)

 In other words, we need to explore!
> If the policy always takes greedy
action, we can never explore
unseen state-action pairs



The Exploration-Exploitation Dilemma

 Exploitation: maximize the current highest reward: n(s) = argmaxq,(s, a)
a

« Exploration: maximize the information about the environment
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The Exploration-Exploitation Dilemma

 Exploitation: maximize the current highest reward: n(s) = argmaxq,(s, a)
a

« Exploration: maximize the information about the environment

« Solutions:
» exploring starts: Every state-action pair has a non-zero probability of
being the starting pair
> e-soft policies: Most of the time choose the action with maximal
estimated action values, but with probability e select a random action
» off-policy: use different policies for collecting experience and evaluating

Check Appendix 7 for more details!

99



Quick Summary: DP vs. MC

« Dynamic Programming (DP) methods are efficient, which bootstrap value functions
from existing estimates. :

Ss
-~
~.
\

v
V(S:) « ZAt T(A¢|St) ZSt+1,Rt+1 P(St41, Res1lSt, A [Reg1 + YV (Ses1)]

« Monte Carlo (MC) methods: must wait until the end of the episode to learn value
functions (only when the return is known)

V(Sy) < V(S) + a[G: —V(S)]
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Content

« Formulation of reinforcement learning

« Multi-arm Bandit Problem
»Exploration: Act randomly to explore information as much as possible
»Exploitation: Act greedily to perform as best as possible

« Markovian Decision Making

»Value estimation with Dynamic Programming
»Policy Improvement

* Value estimation with Monte Carlo approach
* Value estimation with Temporal-Difference learning
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Temporal-Difference Learning

« Temporal-Difference (TD) methods: combine Monte Carlo methods with Dynamic
Programming methods that wait only until the next time step and bootstrap value
functions from existing estimates O '

\Y4
V(Sy) « V(St) + a[Rer1 + ¥V (Ses1) = V(S]

» TDtarget: Rypq + YV (Sts1)
> TDerror: 6; = Rey1 + YV (Se1) — V(Sy)
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Value Estimation with Temporal-Difference Learning
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Backup diagram: DP vs. MC vs. TD

Dynamic Programming Backup

S

V(S) « X, T(AelSt) s,y 1 Resy PSeats Res1lSe A [Resq + ¥V (Spyn)]

Expected updates: based on the
summation of all successors

MC Backup

TD Backup

V(Se) « V(S + al[Gy —V(SP] V(S) < V(S) + a[Res1 + YV (Sesr) — V(SD]

Sample updates: based on a
single sample successor

Image credit D. Silver
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DP vs. MC vs. TD

| Boofstrap

Dynamic Programming v X
Monte Carlo X v
Temporal Difference v v
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Image credit D. Silver

full
backups

sample
backups

A

y

DP vs. MC vs. TD

Dynamic Exhaustri1ve
programming searc

Monte Carlo

Temporal-
difference
learning
- i o
shallow bootstrapping, A deep
backups backups

i
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Nice Properties of TD

TD can learn before knowing the final outcome
» TD can learn online after every step
» MC must wait until end of episode before return is known

TD can learn without the final outcome
» TD can learn from incomplete sequences
» MC can only learn from complete sequences
» TD works in continuing (non-terminating) environments
» MC only works for episodic (terminating) environments

Both TD and MC converge (under certain conditions). Which converge better /
faster?
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Tabular TD(Q) Prediction

Tabular TD(0) for estimating v,

Input: the policy 7 to be evaluated
Algorithm parameter: step size a € (0, 1]
Initialize V' (s), for all s € 8T, arbitrarily except that V(terminal) = 0

Loop for each episode:
Initialize S
Loop for each step of episode:
A < action given by 7 for S
Take action A, observe R, S’
V(S) « V(S)+ a[R+V(S) - V(S)]
S+ S

until S is terminal
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Random Walk Example

Assume we have a Markov Reward Process—a MDP without actions.

Always start from the center, moving to the left / right with equal probability

The ground-truth values of state Ato E are %%%%E

Does TD(0) converge faster and better than MC?

TN o BRIy S Iy S Iy B B S ™

start
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Random Walk Example

0.8 Estimated
value 100
0.6 - 10
0.4 -
True
values
0.2 -
0 | | | |
A B C D
State

110

0.25 - Empirical RMS error,
| averaged over states

0.2 - | -
0.15-
0.1- TN
~= :":\OL=.U3
0.05 -
TD . o=.05
0 | | | |
0 25 50 75 100

Walks / Episodes



Bias and Variance Analysis

m Return G; = Rip1 + YRz + ... + v 1Rt is unbiased
estimate of v, (S;)

m True TD target Ri11 + YVv(St41) is unbiased estimate of
V'}r(st)
m TD target Ryy1 + vV(S:t11) is biased estimate of v, (S;)

m D target is much lower variance than the return:

m Return depends on many random actions, transitions, rewards
m ID target depends on one random action, transition, reward
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Biased Estimation of TD methods

Vas1(8) = Va(s) + a[R + V(") — Vu(5)]
= (1 —a)V,(s) + a(R+ V(5"))
= (1 = a)[Vs-1(s) + a[R+ V(s') = Vo1 (9)]] + a(R + V()

=(1- a)+ Z a(l — ) LR+ V(s))
i=1

Biased by V;(s)

112



Bias and Variance Analysis

m MC has high variance, zero bias

m Good convergence properties

m (even with function approximation)
m Not very sensitive to initial value

m Very simple to understand and use

m D has low variance, some bias
m Usually more efficient than MC
m TD(0) converges to v,(s)
m (but not always with function approximation)
m More sensitive to initial value
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Quick Note: On-Policy and Oft-Policy Learning

« On-policy learning: learn v, and q,, for policy m that executes and explores

« Off-policy learning: learn v, and g,, for target policy & from experience collected by behavior
policy b

« We only need coverage: every action taken under m is also taken, at least occasionally, under
b
m(als) > 0 implies b(als) > 0

« The goodness of decoupling target and behavior policy:
» Learn from observing humans or other agents
» Re-use experience generated from old policies
» Learn about optimal policy while following exploratory policy
» Learn about multiple policies while following one policy
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Sarsa: On-policy TD Control

Q(St, At) + Q(S:, Ar) + Cz[Rt+1 + vQ(St+1, At4+1) — Q(St,At)]

« We can learn an action-value function in a similar manner as a state-value function.
Instead of considering transitions from state to state, we now consider transitions
from state-action pair to state-action pair

. Rt+1m Rt+2m Rt+3©_._ ¢ o
()2 ) g 26 2
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Sarsa: On-policy TD Control

Q(St, At) + Q(S:, Ar) + Of[Rt+1 + vQ(St+1, At4+1) — Q(St,At)]

Sarsa (on-policy TD control) for estimating Q =~ q.

Algorithm parameters: step size a € (0, 1], small € > 0
Initialize Q(s,a), for all s € 87,a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:
Initialize S
Choose A from S using policy derived from @ (e.g., e-greedy)
Loop for each step of episode:
Take action A, observe R, S’

(e.g., e-greedy)
Q(S, 4) « Q(S, A) + a|R+vQ(S", A") — Q(S, A)]
S+ 8 A« A

until S is terminal
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EXpected Sarsa

Q(St, Ar) + Q(St, Ar) + Rt+1 + YEAQ(St+1, At41) | S| — Q(StaAt)]
— Q(S:, At) + « Rt+1 + @(G|St+1 )Q(Si41,a) — Q(StaAt)]a

Eliminate variance due to the
random selection of A,

Expected Sarsa:

1. Algorithm parameters: step size a € (0, 1], small ¢ > 0
2. Initialize Q(s,a), for all s € ST, a € A(s), arbitrarily except that Q( terminal,-) =0

3. Loop for each episode:

4 Initialize S

5 Loop for each step of episode:

6. Choose A from S using policy derived from @ (e.g., e-greedy)

7 Take action A, observe R, S’

8 Q(S,A4) < Q(S,A) + a[R+ v, m(a] Set1) Q (Si41,a) — Q(S, A)]
9 S+ 9

I

0. until S is terminal 117



Q-learning: Off-policy TD Control

Q(St, Ar) + Q(S, Ar) + a[Rt—l—l + Y max Q(St+1,a) — Q(St, At)]

Q-learning (off-policy TD control) for estimating 7 = .,

Algorithm parameters: step size a € (0, 1], small € > 0
Initialize Q(s,a), for all s € 8T, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:
Initialize S
Loop for each step of episode:
Choose A from S using policy derived from @ (e.g., e-greedy)
Take action A, observe R, S’
Q(S,A) + Q(S,A) + a[R + ymax, Q(S',a) — Q(S, A)]
S« 5

until S is terminal
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Q-learning: Off-policy TD Control

Q(St, Ar) + Q(S, Ar) + a[Rt—l—l + Y max Q(St+1,a) — Q(St, At)]

Q-learning (off-policy TD control) for estimating 7 = .,

Algorithm parameters: step size a € (0, 1], small € > 0
Initialize Q(s,a), for all s € 8T, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:
Initialize S
Loop for each step of episode:
Choose A from S using policy derived from Q|(e.g., e-greedy)
Take action A, observe R, S’
Q(S,A) + Q(S,A) + a[R + ymax, Q(S',a) — Q(S, A)]
S« 5

until S is terminal

behavior policy

target policy

« The learned action-value function approximates q*
« If all state-action pairs continue to be updated, Q has been shown to converge

with probability 1 to g*
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Quick Recap: Temporal-Difference Learning

« Temporal-Difference (TD) methods: combine Monte Carlo methods with Dynamic
Programming methods that wait only until the next time step and bootstrap value
functions from existing estimates

V(S) <« V(S) + a[Resq1 + ¥V (Sei1)|— V(SP]
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N-step TD Prediction

* n-step 1D:

V(S:) « V(Sy) + a[Riy1 + YReyp + -+ Vn_lRt+n + YV (Stin) — V(St)]
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N-step TD Prediction

* n-step 1D:
V(S) « V(Se) + a[Res1 + VResz + -+ ¥ 'Reyyy + ¥V (Spin) — V(SP]
« Whenn — oo, n-step TD becomes an MC methoad:

V(Sy) < V(Sy) + a[Rey1 + YReyz + -+ Y 1Ry — V(5]

1D (1-step) 2-step 3-step n-step Monte Carlo

!
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N-step TD Prediction

Input: a policy «

Algorithm parameters: step size a € (0, 1], a positive integer n

Initialize V' (s) arbitrarily, for all s € §

All store and access operations (for S; and R;) can take their index mod n + 1

Loop for each episode:
Initialize and store Sy # terminal

T oo No bootstrapping until time
Loop fort =0,1,2,...: stept+n
| Ift <T, then:

| Take an action according to 7(-|S;)

| Observe and store the next reward as R;y; and the next state as S;4+1

| If Siy1 is terminal, then T «+ t + 1

| 7+ t—n+1 (7 isthe time whose state’s estimate is being updated)

| Ifr>0:

ey

| If r4+n<T,then: G+ G+"V(Srin) (Gririn)
| V(S;) « V(S;) +alG—-V(S;)]

Untilt=T7T-1
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No value update

N-step TD

MC

N-step TD Prediction

S8 2828528282888 >85> 8, 5...
S8 285282828285 =55 S80S =S
S6=285 2% 2852828282582 S8, 5= 5.
So= 81 =8 =828 =885 =85 =55 = 5.
S = S 2> 85285328, 8528 = 52 S S = S0 Sy = Sz
So= 85125282588 —=5=>58=28= S50 =S5 ..
S5 2852828528285 8%—=S5= 855 S5;...

S0 8252852852825 —>528%=5= 808525,
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On-policy n-step Action-Value Methods

« Action-value form of n-step return

Giptn = Rip1+vRiqo+ 4+ Reyn+7"Qin—1(St4ns Atgn), n>1,0<t <T—n,

* n-step Sarsa
Qt4+n(St; At) = Qryn—1(St, At) + @ [Grt1n — Qrin—1(St, Ar)]

* n-step expected Sarsa

Gin} = Ryy1+-- ‘+’}In_1Rt—l—n+f}(ﬂ Z W(ulst—l-n)Qt-}-ﬂ—l (SH'”? {l)
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Off-policy n-step Action-Value Methods

Importance-sampling ratio

min(h,T—1)

B w(Ag|Sk)
Pran = g b(Ay|Sk)

Weighted estimated value functions with importance-sampling ratio
Off-policy n-step TD

Vien(St) = Vign—1(St) + @ptt+n—1 |Gtiten — Vign—1(St)], 0<t < T,

Off-policy n-step Sarsa

Qt—{—n(st: At) = Qt—l—ﬂ,—l(stu At) + apiiiitan [Gt:t+n — Qt—l—ﬂ,—l(stu At)]
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   𝜋 ′  ( a | s ) =    {      1 ,   i f   a =       argmax a ( ⁡   Σ   s ′ , r p (  s ′ , r | s ,   a ) ) ( r + 𝛾  v 𝜋  (   s ′ ) )    0 ,   o t h e r w i s e .                                                                                                                                      


   𝜋 ′


  𝜋


   v   𝜋 ′ =  v 𝜋


   v   𝜋 ′  ( s ) =  ∑ a   𝜋 ′ ( a | s ) ∑  p  (   s ′ , r |  s , a ) [ r + 𝛾  v   𝜋 ′  (   s ′ ) ]


  =     max a ⁡  (  ∑   s ′ , r  p (  s ′ , r | s ,   a ) ) ( r + 𝛾  v   𝜋 ′  (   s ′ ) )


  𝜋


  𝜋


   ∑ a  𝜋 ( a | s )


   ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r + 𝛾 V  (   s ′ ) ]


   o t =  s t


    p ( s  t + 1 |  s t ,    a t )


  r (  s t ,    a t )


   v 𝜋  ( s )


  =  ∑ a  𝜋 ( a | s )  ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r ( s , a ) + 𝛾  v 𝜋  (   s ′ ) ]


   q 𝜋  (  s , a ) =


   ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r ( s , a ) + 𝛾  v 𝜋  (   s ′ ) ]


   v ∗  ( s ) =       max a ⁡   q   𝜋 ∗  (  s , a )


  =   max a  ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r ( s , a ) + 𝛾  v ∗  (   s ′ ) ]


   q ∗  (  s , a )


    =  ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r ( s , a ) + 𝛾     max   a ′ ⁡   q ∗  (   s ′ ,  a ′ ) ]


   s t


   s  t + 1


   s  t + 1


   a t


   a  t + 1


   s  t + 1


  p (  s  t + 1 |  s t ,    a t )


   s t


   s  t + 1


   s  t + 1


   a t


   a  t + 1


  …


   s  t + 1


  p (  s  t + 1 |  s t ,    a t )


   s  t + 1


  …


   v 𝜋  ( s ) =  ∑ a  𝜋  ( a | s )  ∑   s ′ , r  p  (   s ′ , r |  s , a )  [  r + 𝛾  v 𝜋  (   s ′ ) ]


   G 1


   G N


  …


   V N  ( s ) =      G 1 +   … +    G N N


   G 1


   G N


  s


  𝜋  ( s ) ←       a r g max a ⁡  


   ∑   s ′ , r  p  (   s ′ ,   r   |   s ,   a )  [  r +   𝛾  v 𝜋 (  s ′ ) ]


  v  ( s ) ←


   ∑ a  𝜋 ( a | s )


   ∑   s ′ , r  p  (   s ′ , r |  s , a ) [ r + 𝛾 v  (   s ′ ) ]


  p (  s ′ , r | s , a )


  𝜋  ( s ) ←       a r g max a ⁡   q 𝜋 ( s ,   a )


   q 𝜋 ( s ,   a )


  p (  s ′ , r | s ,   a )


  𝜋  ( s ) ←       a r g max a ⁡   q 𝜋 ( s ,   a )


   q 𝜋 ( s ,   a )


  p (  s ′ , r | s ,   a )


    𝜋  ( s ) =     a r g max a ⁡   q 𝜋 ( s ,   a )


    𝜋  ( s ) =     a r g max a ⁡   q 𝜋 ( s ,   a )


  𝜖


  𝜖


  V  (   S t ) ←


   ∑   A t  𝜋 (  A t |  S t )


   ∑   S  t + 1 ,  R  t + 1  p  (   S  t + 1 ,  R  t + 1 |   S t ,  A t ) [  R  t + 1 + 𝛾 V  (   S  t + 1 ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  G t − V  (   S t ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾 V (  S  t + 1 ) − V  (   S t ) ]


   R  t + 1 + 𝛾 V (  S  t + 1 )


   𝛿 t =  R  t + 1 + 𝛾 V (  S  t + 1 ) − V  (   S t )


  V  (   S t ) ←


   ∑   A t  𝜋 (  A t |  S t )


   ∑   S  t + 1 ,  R  t + 1  p  (   S  t + 1 ,  R  t + 1 |   S t ,  A t ) [  R  t + 1 + 𝛾 V  (   S  t + 1 ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  G t − V  (   S t ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾 V (  S  t + 1 ) − V  (   S t ) ]


   1 6 ,  2 6 ,  3 6 ,  4 6 ,    5 6


   V 1 ( s )


   v 𝜋


   q 𝜋


  𝜋


   v 𝜋


   q 𝜋


  𝜋


  b


  𝜋


  b


  𝜋  ( a | s ) > 0     i m p l i e s     b  ( a | s ) > 0


   A t


   q ∗


   q ∗


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾 V (  S  t + 1 ) − V  (   S t ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾  R  t + 2 + … +  𝛾  n − 1  R  t + n +  𝛾 n V (  S  t + n ) − V  (   S t ) ]


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾  R  t + 2 + … +  𝛾  n − 1  R  t + n +  𝛾 n V (  S  t + n ) − V  (   S t ) ]


  n → ∞


  V  (   S t ) ← V  (   S t ) + 𝛼 [  R  t + 1 + 𝛾  R  t + 2 + … +  𝛾  T − 1  R T − V  (   S t ) ]


  t + n

