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Recap: Robotics is a System

How to Build a How to Command
Robot ? a Robot ?

How to Drive a How to Automate
Robot ? a Robot ?




We Discussed Three Individual Components

Perception
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iNn Robotics
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Robot Learning: Learning an End-to-end

Robot Learning

State Goal Path Low-level
Estimation Prediction Planning Controller
Perception
Sensor Actuator
A /

-ramework for These Components

Motion Control



Robot Learning for Low-level Controller




Robot Learning for Path Planning

N

Motion Planning Diffusion: Learning and Planning of Robot Mations
with Diffusion Models. Carvalho et al 6



Robot Learning for Goal (End-Effector Pose) Prediction

Untangling EarPods - Edited physical recording
Unlocking the Claw Standard ALOHA 2 - Recorded contact dynamics - Simulator-state planning

Interlock

|}

Source 0.00 s - approach the support; position the right hand directly beside the loop

1x playback - One grasp-retry interval omitted




Policy Learning: Learn a Model that Predicts
Actions from Observations

S~ state
0; — observation— Obtained by your sensors 79 (at|ot) — policy
a; — action~, End-effector 6DoF pose / 7T9(at|St) — policy (fuuy Observed)

joint angles / torques?

Slide adapted from S. Levine 8



Policy Learning vs. Sequential Labeling

LRI, VYT T L e I TR

S¢ — state
0; — observation mo(as|os) — policy
a; — action mo(az|s¢) — policy (fully observed)

Sequential labeling

< 1‘[\1: ’ :L\ 1 lgt‘,-‘—n \’\u 3;i: ‘(—‘;‘ 4 ’m-nss‘{ mﬂ ﬂ Ti ge r

Yt

Slide adapted from S. Levine 9



Policy Learning vs. Sequential Labeling

Policy learning Sequential labeling

s r\ ?..
3 B ii: o ::i‘:':'\u& !M“’HM.‘H ﬂ T|ger

405 a5%6

pooling

Yt

s; — state
0; — observation mg(at|os) — policy
a; — action mg(a¢|st) — policy (fully observed)

Observations os44 Observations o444

Observations oy

W

Observations o

Slide adapted from S. Levine 10 Label y,



Learning to Act by Cloning Behaviors

-
s
{5 b
=N B
: <0 R N )
- . o -
. e \

11



Collect Action Labels by Teleoperation




Collect Action Labels by Goal-Pose Annotations
nd Motion Planners

Scene hierarchy
@ task_design_empty (scene 1) (- 2 cam_over_shoulder_left xcam_over_shoulder_right x
_ N il

& cam_over_shoulder_left =
& cam_over_shoulder_right 5
@ \ L
& remoteApi ] [l ) B8ning threkds: O
@ workspace .
& cam_cinematic_hase = =
& cam_cinematic_placeholder
o & diningTable o
¥ diningTable_visible
&
°-g
@ walll
6 & slide_block_to_target
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& waypointd
93 success
& waypointl
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oe
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Behavior Cloning: Learning to Act by Imitation

Step 1: Collect demonstrations Step 2: Train the policy to imitate

\

1 ,1 4,1 41 1 .1
2 2 2 2 2 92 O¢ _”pO“Cy_> T[(CllOt )
01 ) al, 02 ) az’ LILIL R | OT, aT

— |

dist(al!, m(alo!))

N N N N N N
01,a1,02,a2,...,0T,aT M

Q
~
\
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Autonomous Driving with Imitation Learning

ALVINN: Autonomous Land Vehicle In a Neural Network
1989

B8 30x32 Video
| Input Retina

15



Autonomous Driving with Imitation Learning

PATH PREDICTION

16



Imitation Learning Looks Great in General

17



However, It Doesn't Always Work...

', 200 ft
9 P E San Antonio St

18



Co-Variate Shift Problem

Distributional Shift Problem

Expert trajectory
Learned Policy
No data on &
how to recover % ("'.’.I

Any solution?

The “cloned” policy can go out-of-distribution!

19 Slide adapted from John Schulman



Co-Variate Shift Problem

Distributional Shift Problem

Expert trajectory
Learned Policy
No data on
how to recover (‘-.,!
Solution: \ —
1. Collect more diverse data — s
—

2. Collect "recovering” data
by augmentation

The “cloned” policy can go out-of-distribution!

20 Slide adapted from John Schulman



Miles of Driving (M)

Solution 1: Collect More Demonstration Data

Waymo's Driving Data
25

20
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0 ]
2016 2024
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https://waymo.com/waymo-driver/

place the black
bowl in the dish rack

Jaco Play ALOHA
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Solution 1: Collect More Demonstration Data

Open X-Emobiment

- 22 Embodlments
Waymo's Driving Data

w4 & . o )/ ﬁ <‘ . L " pick green chip bag
25 Bl d i : ¢ o ol et from counter
L . | b ] i — T

— ‘ . - , _ = 527 Skills
= 20 o P : o M- PR 2
o0 . : o 1 E ", v set the bowl to
E 15 & M . - — ¥ L ,. ¥ pour stack route 33 “ . the right side of
> par | . 3 2, - 57
'5 - ' 8 60 Datasets
5 10 BR o A 2. L PaE
$ 5 - J;co Pla'y' ALGHA . \& 1,798 Attributes - 5,228 Objects + 23,486 Spatial Relations
=
0 ] RoboCasa
2016 2024 . |
v L i 1] Ty K |
LILERN . v g Sy = e by
Year _ ' L i | GF thE
https://waymo.com/waymo-driver/
Problems:

1. Reproducibility: How to replay
corner cases?

2. Cost: How much does it take to
cover all/most distributional drift?

22



Solution 1: Collect More Demonstration Data in Simulation

Real Road Image

Simulated Road Image

23

Simulate road images and the
corresponding ground-truth steering
angle

Online adaptation to human-driver
Steering angle control
Neural-network based policies



Solution 1: Collect More Demonstration Data by Augmentation

Small set of human
demonstrations

Demo 1

&

MimicGen

Large, broad dataset generated
automatically with MimicGen

Diverse scene configurations

R

Diverse objects

¢ e "

Diverse robot hardware

24

Data augmentation based on
geometrical priors:
» Robot actions remain invariant
to the object frame
Pipeline overview:
1. Sample a start state of a task
2. Retrieve subtasks from
demonstrations and adapt
each subtask to the current
scene
3. Execute the synthetic demos.
Add to training dataset if the
execution succeed.



Step 1: Segment Demonstrations into Subtasks

Parse source demonstrations into segments Pipeline for generating new trajectories

Subtask 1 Subtask 2 .. . Subtask M Obtain reference segment to mimic

Demo 1 _ Current Observation _

e

25



Step 2: Adapt the Subtask Segment to the New Scene

~ Execute segment

8
i F »

l Interpolate to start

ram

Generate segment

Transform segment

26

Let Tt denote the end-effector pose
C. with respect to world frame W
Let Ty denote the object pose 0 with
respect to world frame W
Given a new scene with Ty, geometrical
priors:
of N\ L c
Tyt =T (To) T
Why?
C, \~1,.C
TS =(T9) T
Tot = (T9) Ty



Solution 1: Collect More Demonstration Data by Augmentation

10 human demos

Human collects small number of
teleoperated demonstrations

MimicGen: A Data Generation System for Scalable Robot
Learning using Human Demonstrations. Mandlekar et al.

27

Problems: the policy still doesn't how to correct /
recover from mistakes...
How to collect corrective data?



Solution 2: Collect Recovering Data by Augmentation

-

Simulating the Steering Errors

Let humans drive as best they can.

Increase training set variety
by artificially shifting and

. . . : \ N
oo e AL - NN
at different orientations 7[ 71 % E E &‘

lative to th d.
relative to the roa KL\[N lﬂU“]

*Generate 14 random shift/rotations for each image.

| Original Image

*A simple steering model is used to predict how a human driver
would react to each transformation.

". .-. - o
.t |
?éﬁ- Interactive Systems Labs )

. ®

28



Solution 2: Collect Recovering Data by Augmentation

Estimating Correct Steering Direction

*“Pure pursuit” steering model generates a fairly good
estimate of what the human driver would do.

offset distance

offset angle
lookahead distance .
person's steering radi

T
| | | I

i

29



Solution 2: Collect Recovering Data by Augmentation

Recorded
steering
wheel angle | Adjust for shift Desired steering command
™| and rotation
N Network
Left camera computed
steering
i ) > i command
Center camera ——» Z?]rédg:;gg:]ﬂ —> CNN
s —»
Right camera f
Back propagation | ETTor
weight adjustment

30






Solution 2: Collect Recovering Data by Augmentation

Deep Network Outputs
Neural

Network

D %\ Tumn Go Turn

Left Straight Right

trail

S_cam

s fa

Top view

A Machine Learning Approach to Visual Perception of
32 Forest Trails for Mobile Robots. Giusti et al.



What are the Problems?

* |s geometric augmentation of the data always feasible?

» How to recover from collision

» How to correct erroneous manipulation of deformable objects
« Does geometric augmentation of the data suffice?

33



Solution 2: Collect Recovering Data with Expert in the Loop

........
»
..‘
“

34



Solution 2: Collect Recovering Data with Expert in the Loop

g— | \ « (ollect new experience by

deploying trained policies:

o’ S a5 S a8 S ~S

.‘O‘ ’ Ol’al’ Oz’az, ceey OT, aT

" e U aU U AU U AU
.../ \ 01,041,02,A43,...,07,QAT

VsV V &V V AV
01,a1,02,a2 ceey OT,aT

0/': seen observation
\ al': seen action
o/': unseen observation

al': predicted action
\ ’ ag. p

35



Solution 2: Collect Recovering Data with Expert in the Loop

g— | \ « Label new experience by

querying experts:

. S S S
g7 ’ 01) ’ 02; y ooy OT;
9 U U U

v V
01, y 02, veey O,

0/': seen observation
\ aj': seen action

o1 unseen observation
\ \ . expert action
4

36



DAGGER

Initialize D « 0. New dataset:

Initialize 7; to any policy in II. 0i,ai, 03,0z, ..., 0%, r
fori=1to N do 0Z,a%,05,4a5,...,0%, a4
Let:’ri Zﬁi'ﬂ'*Jr(]. —ﬁz)'ﬁ'z
Sample T'-step trajectories using ;. oV, al,ol,al, .., o, a¥
Get dataset D; = {(s,7*(s))} of visited states by m;
and actions given by expert. +
Aggregate datasets: D « D | D;. 05,as,05,as, ..., 05, a5
Train classifier 7;4; on D. 0{1' aij, 05]} Cle, - qu’ alTJ
end for
Return best 7; on validation. 0¥» a‘{, O;/’ ag " o¥, a¥

Algorithm 3.1: DAGGER Algorithm.

37



DAGGER

- /

o
¥ .."‘_u ‘ \
I'L_
) ( ’-—---

/ 1

\ —
4x

Recovery behavior #1 - Too far away

38



Experts can be Non-Human but Privileged Learned Policies

DAGGER: from a privileged teaching agent to an agent that

drives from images.

privileged agent

ol
=)

%

0

©

Slide credit K. Fragkiadaki

sensorimotor agent

Learning by Cheating, Chen et al., 2019

39



Privileged Agent vs. Sensorimotor Agent

0
o o0
=)= . ‘O ..

: .
Privileged Agent: Sensorimotor Agent:
« Fully (perfectly) observes the world state « Partially (imperfectly) observes the world
« Predicts high-level control (e.g. future State
waypoints for the car to follow) « Predicts low-level control (e.g. steering

command)

Slide credit K. Fragkiadaki 40



Experts can be Non-Human but Specialist Policies

—O
W =
ie




Bootstrapping from Specialist Agents Facilitates
Large-scale Policy Learning

GeoClustering




Bootstrapping from Specialist Agents Facilitates
Large-scale Policy Learning

Geometry-aware iterative
Generalist-Specialist Leaning
(GiGSL)

~

Specialist Training Specialist Training Specialist Training
a -
~ ._
. = Specialists {SS;} = g § ¢ g
2SS o =l . g Specialists {SS;} S & Specialists {SS;} sl 5 .5 Specialists {SS;}
A = O 5 a” < =t 7] g‘ = ‘@ I b
<K | 563 \1EE 2 ES [ E el - E I -
EUNE e B SO s d B
Generalist SG e . el - b
istd Generalist SG; 4 Generalist SG;, 1
fesiol
&
@@ @@
: (2)
Generalist SG

UniDexGrasp++: Improving Dexterous Grasping Policy Learning via Geometry-
aware Curriculum and Iterative Generalist Specialist Learning, Wan et al. 43



Bootstrap

Agents and Privileged Agents

|
l
|
|
l
l
|
|
/
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d pnop yureg

Point Cloud P,_,
Encoder

£

Robot
State R,

v <

action d, value 7,

AT Y

Architecture of
State-based Policy

Object
State O,

Generalist SG

UniDexGrasp++: Improving Dexterous Grasping Policy Learning via Geometry-

Specialist Training

l aam .

Specialists {55}

go

aware Curriculum and Iterative Generalist Specialist Learning, Wan et al.

Cross Model
Policy Distillation

Point Cloud P,

Robot Backbone

| fe
ll:ﬁun a, '.rnl'ne v,

Architecture of
Vision-based Policy

Task
Assignment

GiGSL

i

Generalist VG, 4
L
.
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o
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spm.mt Tnmm.g}_//‘)/

{fﬁ

Policy Learning from Specialist

Creneralist
Good Enough

|
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s Behavior Cloning + DAGGER All You Need?

« Of course, No!
« More problems:

» Causal confusion. Does your model look at the correct feature so that it
generalizes to novel scene?

45



Causal Confusion: Look at Wrong Features

Scenario A: Full Information

policy attends to brake indicator

46



Causal Confusion: Look at Wrong Features

Scenario A: Full Information

policy attends to brake indicator

Scenario B: Incomplete Information

policy attends to pedestrian

47



s Behavior Cloning + DAGGER All You Need?

 Of course, No!

« More problems:
» Causal confusion. Does your model look at the correct feature so that it
generalizes to novel scene?
» Multi-modality behaviors. What if there are multiple ways to achieve a
goal? What is the better formulation of the model output?

48



Multi-modality Behaviors: The Same Task
can be Done in Different Ways

How to model multi-modal behaviors?

49



Deterministic Regression Approximates Action Average

Deterministic

« predicts the same output
given the same input

Ypred = argmln Z:n 1|:Vpred Yn
Ypred

p(ylo) I I I

50



Probabilistic Regression Captures Distribution of Action

—>

Deterministic

predicts the same output
given the same input

} ypred

Ypred = argmln z:n 1|ypred
Ypred

p(ylo)

Probabilistic

predicts the same likelihood of all
output given the same input

0 9} q(ylo)

q*(ylo) = argmin Dy, (q(ylo), p(ylo))
q

a*(ylo)]
p(ylo) I I

51



Model Multi-modality Behaviors with Probabilistic Models

X =

p(ylo)

S
|
v




Choices of Probabilistic Generative Models

Categorical (Gaussian

« Predict the categorical « Predict the mean and
probability of sample “X" standard deviation to model

« Most LLMs etc the probability of sample “X"
« VAE, Diffusion models etc

Logit x4 Mean u
Input — | INput —>

Logit x, Std o

Logit x,

p(x) I
- A

53



Choices of Probabilistic Generative Models

Gaussian Mixture of Gaussians
Predict the mean and
standard deviation to model m(alo) = Z"‘” (1, 2
the probability of sample “x"
VAE, Diffusion models etc

Mean u

Input —>
Std o

Image credit S. Levine

54



Example: Variational Auto-Encoder

Mean u
Input —{ Encoder Decoder — Output
Std o

generator

encoder

PE ) !

55 Image source: Kaiming He



Example: Denoising Diffusion Probabilistic Models

Fixed forward diffusion process

Noise

Generative reverse denoising process

56 Image source: https://cvpr2023-tutorial-diffusion-models.github.io/



Denoising Diffusion Probabilistic Models (DDPM)

Reverse denoising process (generative)

Data Noise

(xp) = N'(x7:0,T) g

X7) = x7; 0,
2T T o= pe(xor) = p(xr) | [ polxi—11x4)
po(x¢—1|x¢t) = N(x¢—1; pg(xt, t), o71) 1
H/_/
Trainable network

(U-net, Denoising Autoencoder) 23

57 Image source: https://cvpr2023-tutorial-diffusion-models.github.io/



Denoising Diffusion Probabilistic Models (DDPM)

Forward diffusion process (fixed)

Data Noise

q(x¢|xi—1) = N(x¢; V1 — Bixi—1, BI) = q(X17|%0) = Hq(Xt|Xt—1) (joint)

58 Image source: https://cvpr2023-tutorial-diffusion-models.github.io/



Learning DDPM Models as Robot Policies

Fix forward diffusion process

Trajectory prediction °

Noise Generative reverse denoising process Action

3D Diffuser Actor: Policy Diffusion with 3D Scene Representations. Ke et al. 59



Learning DDPM Models as Robot Policies




DDPM Policy with 2D Inputs

An input image is represented by a flattened feature vector

Input: Image Observation Sequence Observation O. O __ __

I Ll - aew L *

1 IO
:— ; | ““| N I ?Conﬂ D Cross Attention
a: a-x+b -

Diffusion Policy 4(O, A, k) » b~ A ConviD Action Emb
O * x: Action Emb xK e

>
Conv1D
S d ? onv
~ ~ / ® a'x+b
Action Sequence A: SN JConviD .

<+——Prediction Horizon Tp— ! - FiLM « Action Emb E—

a i | i > conditioning ConviD A
! - —— A -

Output: Action Sequence a) Diffusion Policy General Formulation b) CNN-based c¢) Transformer-based

i
7

uonuUAY SS0I7

quiy qus3sqo

.

Diffusion Policy: Visuomotor Policy Learning via Action Diffusion. Chi et al. 61



DDPM Policy with 2D Inputs

IBC

Diffusion Policy LSTM-GMM

Diffusion Policy: Visuomotor Policy Learning via Action Diffusion. Chi et al. 62



DDPM Policy with 3D Inputs

MLP

MLP

MLP

MLP

Depth map
S
Image
Encoder
Image
2D to 3D unprojection Multi-view aggregation

3D Diffuser Actor: Policy Diffusion with 3D Scene Representations. Ke et al. 63

Proprioception '
token € Denoising step [

v

Denoising
Transformer

Noised trajectory
tokens

! l
‘ l
|

€’°(0,1,¢,74,1)

€’ (0,1l c, T i

scene tokens - ’ ’ Language tokens
o : l

Language
- # Encoder

“Open the drawer”




DDPM Policy with 3D Inputs

Calvin Real-world

64



Demo Time

65



Can We Generate Other Pose Representations?

t t t—1 () p(t
p pli-1) _ T(A)PED)

—— o mm mm m— — ———

e

What does it mean “"d@8noising
geometric transformation?

pos_emb(t)

for

PO(O): (clean) object point cloud at diffusion step 0

PO(t): (perturbed) object point cloud at diffusion step t
P,: the whole scene point cloud

PS(t): cropped scene point cloud around the object point cloud at diffusion step t
TA(”: de-perturbed transformation from diffusion step ttot — 1

66



De-noising Process

Noising

dat
Ground truth ety ymae ’ 3( ata gen) )

De—noismg
(predictions)

Tg) = TRand ¢ (F g), Pg,pos_emb(t) t =1 to t(i)

P60 —TOFO | PEY — TOPY)

67



De-noising Process

Noising

Ground truth

et =22

(data gen)

De-noising
(predictions)

— Jii_r. (J{E — j_—.-l_it_itﬁg(xﬂ?t)) + o2

T = P06

68

(f’g), Pg,pos_emb (t))
5 (i—1
Pl =T

(P

t =1 to t(i)

i
O




How to Generate Training Labels?

Sample a random transformation at diffusion step T,
and find the interpolated intermediate transformation

(1)
{TIHIEI‘D s=1 — lnterP¢Tnﬂlse inve t)
(t)  _ pt=1)1—1m(®)
T& ,GT [Tmterp ] Tmterp
Noising
Ground truth (data gen) '

1 t =2 3

De-noising
(predictions)

69



Generated Results

Shelving, Stacking, Hanging: Relational Pose Diffusion for Multi-modal
Rearrangement. Simeonov et al. 70



Can We Generate SE(3) Representations?

¢(H|H,, ) x exp (—0.5 HLogmap(H;lH)Hi_l)

H, € SE(3) is the mean
¥ € R®%® is the covariance matrix




Can We Generate SE(3) Representations?

1%
TL T o~
. g -l
" o |
Hv 1=
‘_
T~
1
W
@ g = ‘f S




Example: Flow Matching Policy

73



Flow Matching Policy Learn Velocity Field to Transport
One Distribution to Another

Data

Image source: https://mlg.eng.cam.ac.uk/blog/2024/01/20/flow-matching.html

74



Transportation Velocity Field is not Unique

Image source: https://mlg.eng.cam.ac.uk/blog/2024/01/20/flow-matching.ntml 75



Simplest version of Flow Matching

«Arbitrary X, ~ p, X; ~ q

- Arbitrary coupling (X, X;) ~ 7

Why does it work?
* Build flow from conditional flows

« Regress conditional flows

76

X, =(1-0X,+ X,

[Er,XO,Xl ”zg (Xz) - (Xl - Xo) H2

Neural network




Random Coupling of Two Distributions Results in
Curved Velocity Field

Training Inference

Image source: https://mlg.eng.cam.ac.uk/blog/2024/01/20/flow-matching.ntml 77



Learning Flow Matching Models as Robot Policies

3D FlowMatch Actor: Unified 3D Policy for Single- and Dual-Arm
Manipulation. Gkanatsios et al. /8



Question

« How to reduce sampling steps during training?

 Israndom coupling a good training recipe?

« What is the optimal prior distribution X, to sample target
distribution X;?

We'll have an additional video lecture by TAs (Jia-Wei and
Chien-Sheng) on Flow Matching!

79



Choices of Probabilistic Generative Models

Categorical
« Predict the categorical

probability of sample “X"
* Most LLMs etc

Logit x;
Input —

Logit x;

Logit x,,

p(x) I
- A

80



Example: Categorical Generative Models with Residuals

A. Continuous action binning

Continuous action Clustering 1into
dataset (|A| x a) k bins
Dataset Unimodal BC BeT
4 &
2 l l!
0
1 3 5 1 3 5 1 3 5 Categorical action bin
(1 x k)
! . e —
</ .
Continuous Continuous
action Action offset action
(1 x a) k means (1 x a) k means (1 x a)
encoder \ll decoder

Residual of each bin

Behavior Transformers: Cloning k modes with one stone. Shafiullah et al. 81



Example: Discrete Autoregressive Transformer as
Categorical Generative Models

once

old

hello

Once

upon

T

©

4 .
Gemini

N

Tell | | me

joke

82

GPT-4.5

I'm going through a tough time after failing a test

@ Aw, I'm really sorry to hear that. Failing a test can feel
pretty tough and discouraging, but remember, it's just one
moment—not a reflection of who you are or your
capabilities. Want to talk about what happened, or do you

just need a distraction? I'm here either way.



Vision-Language-Action Models (VLAS): Autoregressive
Transformer as Robot Policies

Internet-Scale VQA + Robot Action Data

Q: What is happening
in the image?

A grey donkey walks—3
down the street.

Q: Que puis-je faire avec
ces objets?

J

Faire cuire un gateau.

Q: What should the robot
do to <task>?

S

-
“

ATranslation = [0.1, -0.2, 0]
ARotation = [10, 25° -7°]

Vision-Language-Action Models for Robot Control

Q: What should the robot
do to <task>7 A: ... R I-2 L avma 1 2 ace M Aal
Large Language Model

= DD

v

Bore B L iiilllil
l

[ l ] AT=[0.1,-02,0]
A: 132114128525 156 | ————— =0° 25° -
De-Tokenize AR=[10, 25, 7]

Robot Action

Co-Fine-Tune | Deploy )

Closed-Loop
Robot Control

Put the strabeny ‘
into the correct bowl

=2 W P ot
" -
—
< e

Pick the nearly falling bag

Pick object that is different

RT-2: Vision-Language-Action Models Transfer Web Knowledge to
83 Robotic Control. Google DeepMind.



Large-Scale Robotic Datasets

Bathroom

DROID

BB it
istributed Robot
=

‘ Interaction Dataset

Kitchen

- & 76k Episodes

|E 564 Scenes

i 52 Buildings
ﬁl 13 Institutions

Laboratory

Laundry Room

K w 1M Episodes from 311 Scenes :

22 Embodlments

<hrgt-

527 Skills
: - A

pour stack route
60 Datasets

o Lo Bl

'la" " 1,798 Attributes + 5,228 Objects « 23,486 Spatial Relations

place the black

nbowl in the dish rack ja

Jaco Play ALOHA RN

84
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Vision-Language-Action Models (VLAS): Autoregressive
Transformer as Robot Policies

Large-Scale Robot
Training Data

l'f-.
""i"

LS 970k Robot &
N Episodes

OpenVLA

Vision-Language-Action Model

Fine-tune VLM w/ Robot Actions: {)

Llama 2 7B

<

v(n)

_J

—

Closed-Loop
Robot Control Policy

User: Wipe the table.

OpenVLA:
[Ax, AB, AGrip] = ...
e
g‘)

e

85 OpenVLA: An Open-Source Vision-Language-Action Model. Kim et al.



Training OpenVLA I

I_) loss

Token 1 Token 2 Token 255
Tokenization
OpenVLA
t t t B ]
@ o @ Ax
3 A6
Llama 2 7B J | AGrip
i 7D Robot
Input Image Moo OO oo odm Action
L T R T T .
© - .
MLP Projector ) [ Llama Tokenizer ]
Put eggplant| = ‘ :
inbow? ®D|noV2 [ sigLiP | T
Language Instruction I t

» “What should the robot do to {task}? A:”

How to tokenize real-valued actions?

Normalization and mapping to rarely used tokens - | |
86 OpenVLA: An Open-Source Vision-Language-Action Model. Kim et al.



Inference with OpenVLA

OpenVLA [Action De-Tokenizer] ]
t o+t " Ay ]
o oo AX
3 A6
Llama 2 7B J | AGrip |
i 7D Robot
Input Image @O OO oo o Action
R }
2 :
Q MLP Projector ) [ Llama Tokenizer ]
Put eggplant :
inbowl” | . | DinoV2 [ SigLIP ] T

O

Language Instruction

» “What should the robot do to {task}? A:”

87 OpenVLA: An Open-Source Vision-Language-Action Model. Kim et al.



Autoregressive Transformers Jointly Hanadle Robotic,

Vision, and Language Tasks

Multimodal Data

Subtask Commands

Close the microwave Pick up the mitten

Object Detection

Q: How many desks
are in the
image?

A 12

: Detect and label
all objects in
the scene.

1 <loc8112>
<locB234>. ..

: What kind of pie
is on this
plate?

: Chocolate

n,s Vision-Language-Action Policy

l—b Robot Action

High-Level Low-Level Action Expert
Language
Instruction

Robot Action Data

-~

In-the-wild Mobile Robot

—

Make bed

Shirt in basket

'

Deploy out-of-the-box in new homes

In-the-wild Static Robot

1YL, T

Fold linen Item in drawer

In-Lab Static Robot

o5 Vision-Language-Action Model with Open-World Generalization



Autoregressive Transformers Jointly Hanadle Robotic,
Vision, and Language Tasks

]
. I . .
pl"E—t raining : post—tralnlng & inference
|
i
:
language subtasks[ “put the plate in the sink" :] :
discretized actions [ (=70 (2 (38 ) (az ) (72) (135 :l : continuous actions
open vocabulary captions| “a dog catches a frisbee” | | subtask prediction [ @) (=) Gaw) (1a) |
I e .
bounding boxes (. (3 ) as }(1a5)(203) ) ! :“pick up the pillow” .. *r= ta i. fj
i T [ i TR
| ! E I ]
[DGDGGEEGGGGG@@@@@@] I [‘:'DD@@I:”:":'DDDDTG:JC'GDDDG [[:DEC:J’:D‘I
I i
{ SigLIp F:r.f:_lﬁirlﬂlfEi_lv_ll_;ﬁ (7 BB ]: { pre-trained VLA E [ antlzzr:j;fr{:pert ]
. ) " : :
IGG@GGDGDDDDDDDGGGDJ : lDDDDC)G@C'DDDDlC‘QDDDDDG l{M ) :‘-L'.;:Ii :'J
. | e — | LT
/ “clean the kitchen” :I I / \{ \ / \ ["clean the hedronm‘] L=“pick up the pillow" ! S PR P
cor i [ [ [eee——
igh-leve rompt Ow-level comman .
- ' “caption the image® :l : 9 P P naise
& i "localize the gripper" ] :
) |
multimodal web & task—specific prompts :

robot data
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s Behavior Cloning + DAGGER All You Need?

 Of course, No!

« More problems:
» Causal confusion. Does your model look at the correct feature so that it
generalizes to novel scene?
» Multi-modality behaviors. What if there are multiple ways to achieve a
goal? What s the better formulation of the model output?
» No generalization to new scenes. The model performs poorly in
unseen / slightly difference scene

90



Robotics is Not Solved: SOTA Policies Don't Generalize

Succeed in the real world Fail in the digital twin

OpenVLA: An Open-Source Vision-Language-Action Model

91



Solution: Exploration in the Environment

« Try out new behaviors with the hope of discovering optimal solutions

autonomous execution

92



Exploration Improves Trained Policies

=
-

At M
---------- '——-j:lFSFT 64k
Q0.75- L
(o
o
n 0.5
)
[
=
w 0.25-
—— PPO
%0 0.5M 1.0M 1.5M 2M
A Env. Steps

ﬂnetuning We'll cover in the next week!

What Can RL Bring to VLA Generalization? An Empirical Study. Liu et al.



s Behavior Cloning + DAGGER All You Need?

 Of course, No!

« More problems:

» Causal confusion. Does your model look at the correct feature so that it
generalizes to novel scene?

» Multi-modality behaviors. What if there are multiple ways to achieve a
goal? What s the better formulation of the model output?

» No generalization to new scenes. The model performs poorly in
unseen / slightly difference scene

» No generalization of new tasks. Once your models learn to turn on the
air conditioner, can it turn on the tv without/with minimal learning?
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No generalization of new tasks

Even the largest and the best model don't generalize to unseen tasks...

100%
m R3M
75% VC-1
B RT-1
50% MOO
5% W RT-2 w/ PalLM-E-12B
W RT-2 w/ PalLI-X-55B
Q%
Seen Tasks Unseen Unseen Unseen Unseen
Objects Backgrounds Environments Average

RT-2: Vision-Language-Action Models Transfer Web Knowledge to Robotic Control 95



Knowledge Can be Shared Across Tasks

Turn on Turn on
AC TV
\ 4 \ 4
Find Pick up Press Find Pick up Press
controller controller button controller controller button
\ 4 \ 4
Reach Grasp Reach Grasp
controller controller controller controller controller controller

\/

Use Phone
Pick up Press screen
phone button
A4
Grasp
phone phone

Lower-level skills are more similar among tasks

than higher-level ones




Learn to Achieve Subgoal

Subgoal E.g. Grasp controller

mgr

Goal-conditioned Action p(a |s, g)

Deep Hierarchical Planning from Pixels 97



Learn to Achieve Subgoal

Subgoal E.g. Grasp controller

mgr

Goal-conditioned Action p(a |s, §>

Better generalization if two tasks
share the same subgoal

Deep Hierarchical Planning from Pixels o8



An Open Research Question: How to

Generalize to Similar Skills?

Use Phone

AN

Turn on Turn on
AC TV
\ 4 \ 4
Find Pick up Press Find Pick up Press
controller controller button controller controller button
\ 4 \ 4
Reach Grasp Reach Grasp
controller controller controller controller controller controller

Pick up Press screen
phone button
A4
Grasp
phone phone

N NN

Lower-level skills are more similar among tasks

than higher-level ones




An Open Research Question: How to Learn New
Tasks By Composing |\/|u|t|p|e Learned Skills?

/\/\/\

N(0,1) 01)

qm > Aqﬂ'g A q’ﬂ'g q7l'4 2
K b ' :
. a1 . a2 . as . o .
S1 8 S3 S4 S5
Transitio Skill Affordability

Ly 'ijlj}lu%_/y.j;.l/ UJ”/

Initial Pull P
State Box Using Hook x Usi Hk
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s Behavior Cloning + DAGGER All You Need?

 Of course, No!

« More problems:

» Causal confusion. Does your model look at the correct feature so that it
generalizes to novel scene?

» Multi-modality behaviors. What if there are multiple ways to achieve a
goal? What s the better formulation of the model output?

» No generalization to new scenes. The model performs poorly in
unseen / slightly difference scene

» No generalization of new tasks. Once your models learn to turn on the
air conditioner, can it turn on the tv without/with minimal learning?

» Sub-optimal demonstration. What if the experts are mediocre? Can you
be better than your teacher?
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Offline RL Goes Beyond Suboptimal Demonstrations

Results on AntMaze Tasks in D4RL

80

60

n I- Offline RL significantly
outperforms imitation-
20 style methods
medium-diverse-v2 medium-play-v2 large-diverse-v2 large-play-v2 Aggregate
I Decision Transformer [l %BC One-Step RL M Cond. BC (return) [ Cond. BC (goals) [ caL
o 1aL
reinforcement learning offline reinforcement learning

train for
many epochs

deploy learned policy in new scenarios

big dataset from

this is done . .
past interactions

many times
Q

N

https://bair.berkeley.edu/blog/2022/04/25/rl-or-bc/ 102



BC is Biased by the Mode of Behaviors

mediocre reward

BC-like methods Full offline RL
Decide whether to
go up or down??
High reward, but very low reward, Only finds mediocre reward  Finds the optimal behavior

s but heavily visited
rarely visited Takeaway: optimal solution under behavior

® Start () Goal policy future can be suboptimal
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Offline RL Learns What to

Not Do from

Reward Trajectories

Behavior cloning on expert:

Low reward

Goal

Start Low reward

Offline RL with noisy data:

Low reward

/ \/\ Goal

Low reward

Start

Dataset

BCon Low reward
expert data rt
) I
: K Goal
’
\ ol @
o ~ ’ pm————
_——"_ ——————— S’ = - =
'::"""g---“\ ~~~‘s _—"':a/ N S
‘ \\\__——' Sem” ‘\\
Start >
Offline RL on
noisy data 755,
b'g S 8| I~ Goal
4 ~o BT S ~
/ 7 s Ll
z/ - 1”’ T "—__-——
g 4”‘— ~4\< ”’
LA — . R
" ------- \\\ "4
~ __—’
Start
Offline RL can use noisy data | Policy

to learn what to not do
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Offline RL Stitches Good Segments from Low-
Reward Trajectories

mediocre reward
BC-like methods Full offline RL

Decide whether to
go up or down??

l

High reward, but very low reward, Only finds mediocre reward  Finds the optimal behavior

rarely visited but heavily visited

Takeaway: optimal solution under behavior
@ Start () Goal policy future can be suboptimal

We'll cover in the next lectures!
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