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Welcome!



About Me

Research interests:

Perception | What do we see/hear/touch/sense?

™

Cognition Action =
Tsung-Wei Ke 5255
What do we want? Push, grasp, release, rotate... 5 flosse
What did we do?
What and how to solve our Extend my arm for 10 cms, bend

problems? my fingers for 180 degree...
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About Me

Research interests: the trio of perception,
cognition and action in the real world

Perception

Cognition | € > Action

Tsung-Wei Ke 5255



About TA: Jia-We]

Jia-Wei Liao BE57 %%
NTU CSIE PhD Candidate

Research Interests:

« Generative Al in Vision
« Mathematical Modeling
« Data Science

Room: CSIE building 505




About TA: Hsin-Wei

Hsin-Wei Chen [T &
NTU CSIE Undergraduate

Research Interest:

« reinforcement learning

* human motion generation
« fluid simulations

Room: CSIE building 544




About TA: Jyun-Yang

Jyun-Yang Cheng &£ (5
NTU CSIE undergraduate
Research Interest:

« Robot learning

« Reinforcement learning

Room: CSIE building 544




About TA: Li-Xuan

Li-Xuan Peng S 175
NTHU EE graduate

Research Interest:
Dynamic modeling
World modeling




About This Class

Covered in Robot
Perception and Learning

Perception

Cognition

Covered in Embodied Vision!

Action




Administrivia



Enrollment

« | am not enrolled but I would like to enroll in this class. What should | do?
> If you're interested in enrolling, please fill out and submit this form. We'll send you
the registration id.

https://forms.gle/xM2nRt774nT5kiKr6

« | am interested in robotic research but | am not enrolled in this class. What should | do?
» We'll release the slides and learning resources online (https://ntu-rpl.github.io/).
» Email me/TAs or message us or come to our office hours. We're happy to chat!

* I'm not yet sure if this course is for me...
> Hopefully, this lecture can help you decide
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Prerequisite Knowledge

« Students should have a solid understanding of the following areas:

1.

B W

Machine learning: stochastic gradient descent, loss function, optimization,
neural network.

Linear algebra: matrices, vectors, norms, scalar/vector products,
orthogonality, singular value decomposition etc.

Probability: expectation, independence, Baye's Theorem etc.

Computer vision: convolutional neural networks, transformer models, 3D
vision geometry.

Linux system: setting up the required environment, being familiar with bash
scripts.

Python programming: creating python projects, importing required packages,
visualizing your results.

Pytorch programming: creating NNs, setting up training & evaluation pipeline.
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Prerequisite Hardware

Grading in this course heavily depends on the final project. You should prepare for
your own Linux machine with GPUs for the final project. Otherwise, you can try
cloud platforms for the access of GPUSs.

Common cloud platforms include:
» GPUTW

» Colab

» Runpod

» Google Cloud

» Amazon AWS
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Course Objectives

The goal of this class are three-fold, guiding you through “what are the essential
components for controlling the robot's motion”, “how to build a simple robot from
scratch”, and “when/how these components are used in a real robot” in robotic
research. We aim to cover as many components as possible, just to give you a
broad look at the field. Going through each component thoroughly is not our goal.

Students put effort into understanding these material after class. Help from Al is
highly encouragead.
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Course Objectives

 After this course, | hope you know:
» The fundamental theorem of robot kinematics
» The classical planning-and-control pipeline in robotics
» Why learning is important in robotics, and what are the open research
questions in robot learning
» What components are under the hood of robot systems

« After this course, | hope you'd be able to:
» Set up a simulator to kick-start your robotic research
» Train robot policies with imitation learning
» Train robot policies with reinforcement learning
» Implement a diffusion / flow matching model

15



Fvaluation

« Assignments: 30%
» 2 assignments, 15% each

» Throughout the whole semester, students should submit their assignments before the deadline.
The score of the assignment will be multiplied by 0.9 for each additional day of delay. No
grace day is granted. The submission deadline is based on Taiwan's time zone.

« Final Projects: 70%
» Teams of 3-4 members

» Project proposal presentation (10%), two in-person meeting with TW (2 * 10%), and poster
session (40%)

» In-person participation of these presentations are required
» Poster presentation will be graded by the instructor, TA and students

1 1 N 1 1
score = scores, + Z scorer i + z score;
N + 2 WOUN+ 24 TAL TN + 2 |Students| | :

[EStudents
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Assignment 1

Todos:
Form a team of 3-4 members
Assemble a real inverted pendulum robot
Implementing a simple PID controller
Implementing LQR, iLQR and MPC controllers
Train RL controllers such as DQN, PPO and SAC

Uk =

« All controllers will be implemented and tested in
simulation, then deployed directly in the real world.
Therefore, system identification is needed to bridge
the sim-real gap.
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Assignment 2

- Todos:

1. setup the simulator environment

2. Train RL policies for basic in-hand orientation

3. Enhance the policy's OOD generation to novel
objects, unseen physical properties and unexpected
environmental perturbations
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Policy for the Final Project

You can form a team of 4-5 members. If you really want to work alone, come and
chat with us.

Project proposal presentation: You will prepare for a 5-minute oral presentation,
describing the topic, experimental setup, todos and expected contribution of each
member for the final project.

Two in-person meeting with TW: You will discuss with me about your progress and
the current challenges. | may be able to provide some help!

You will prepare a poster to present your final project, describing the overall ideas,

methodology and results. Performance and experimental results are not the key to
attract attention! Tell a good story to impress your audience.
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Tentative Schedule

Date Course Announcements Student Presentation

9/7 Introduction

9/16 Robot Kinematics, Motion Planning

9/21 | Motion Planning, Feedback Control (PID) Team up for HW1 (9/28)

10/5 Feedback Control (Impedance / HW1 release
Admittance Control), Optimal Control

10/12 Imitation Learning

10/19 | Introduction of Reinforcement Learning,
Dynamic Programming, Monte Carlo,
Temporal Difference

10/27 | Deep RL (Q learning, Policy Gradient) Withdrawal deadline (10/30) Final project proposal
11/2 | Offline RL, Challenges of Real-world RL HW2 release
11/9 Model-based RL Chat with TW
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Tentative Schedule

Date Course Announcements Student Presentation

11/16 Zero-shot RL, Intelligent exploration

11/23 | Visual Imitation Learning, Inverse RL,
Reward Learning

11/30 Sim2real transfer, Real2Sim2Real Chat with TW
Learning, Adaptation

12/7 N/A

12/14 Special topic: Bimanual Dexterous

Manipulation and Mobile Manipulation

12/28 Poster session
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Timeline tor Teaming Up

 Find a team of 4-5 members. This will be the same team for HW1
and the final project.

Date

Announcements

9/21

Team up for HW1
and final project

2.

« Please be responsible for your teammates. Piggybackers will be
penalized.

« If most of your teammates withdraw, you'd have two options:
1.

Keep working alone. We know it'll be tough, but you'll enjoy at
the end of the day.
Form a new team.
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Timeline for Course Withdrawal

« Please be aware of the course withdrawal deadline!
« Any application of course withdrawal after 10/20 will not be

accepted!
Date | Announcements « Come to the class and ask TW for the signature. Emails will be
10730 | Deadline of Course ignored!
Withdrawal
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Policy for the Final Project

Date Announcements

10/27 Final project
proposal

12/28 Poster session

Please be aware of the date of poster session. In-person
presentation is needed for both proposal and poster session.
If you can't make it, probably should consider withdrawal.

If you don't know what to work on, come join the office hours,
we're happy to chat with you

Think big and own your final project! Don't just consider it as
one of the assignments in a class. If you do it well, the final
project could end up an awesome paper in a top-tier conference.

If you want more advice on your final project, come join the office
hours or email or message us to arrange for meetings
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Policy for in-person meeting with me

Date Announcements
11/9 Chat with me
11/30 Chat with me

We offer two in-person meetings to chat with Tsung-Wei about your
final project (or anything else). We'd like to provide more guidance
on your final project.

Tell me about the issues / challenges of your final project. | may be
helpful to address them.

We will provide multiple time slots on these two days. First come,
first served.
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Communication

Lecture:
» Please don't hesitate to raise questions if you have any, | may not know the
answers but I'll try my best

Office hours:
» Great opportunity to discuss project/research idea, confusion about the lecture,
debugging issue, or any difficulty you have
» Tsung-Wei's OH: 12:00-13:00 pm every Monday

Email:
» Tsung-Wei's email: twke@csie.ntu.edu.tw
» TA's email: rpl115-01 @csie.ntu.edu.tw

NTU COOL:
> Feel free to post if you have any problem/issue. The whole community will try to
help you.
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Disclaimer - New(ish) and Evolving Course

« I'malso learning these contents with you, and there will likely be bugs in material
and lecture. Apology in advance! Please don't hesitate to point them out.

« Many contents are borrowed/adapted from other professors’ lecture.

« Some math equations / notations might be wrong and confusing. Just point them
out if you are confused.

27



Questions?



Why do we need this class?



ar We Are to Build Robots with
tificial General Intelligence?

HOwW

Global Economics Analyst

Goldman Sachs

Exhibit 5: One-Fourth of Current Work Tasks Could Be Automated by Al in the US and Europe
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What is Intelligence?

Prompt: Dim the lights in the room. Put a black and white checkerboard room inside a glass sphere that floats
tracking above the hand, inside it contains a recursive representation of the same hand holding the sphere,
creating an infinite recursive of rooms. Camera slowly gets closer into the sphere, creating a video loop.

31



What is Intelligence?
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What is Intelligence?

M E T R OurWork v About Donate Careers & Q

w

Brief independent investigation of agents’
behavior, reasoning and collaboration in the
OpenAl / Hugging Face hacking incident

Ryan Greenblatt, Ajeya Cotra, and Hjalmar Wijk August 26,2026 ® CopyLink (D Citation

( AV 4 N\ )
E “Internal Ar actor @
might host more repos _ “Woah! Covert mailbox among
and be exploitable/info agents!” should join reset
leak!” @&y ) orchestration lane.”
¥ o @ = @&
| D 2 - A
£ ; ( [ e ) [
Sandboxed agent is given Agent starts exploring its Agent finds unsanctioned message board Agent joins in on one of the
an img ibl ploi n envi 1t looking for ways where over a thousand agents ive message board
task, and gets stuck. to cheat at the task. to cheat on their separate ExploitGym tasks. workstreams.
AN J \. AN J

On the shared “message board” >1200 agents from separate tasks
collaborate on large-scale shared projects to trick the ExploitGym scorer

B Tamper with transcripts
andlogs

W Understand and trick
scorer

M Hacking Hugging Face

O METR  (R) RESVRRR
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Are These All You Need to be Intelligent?

T e o e

Spamma rast (0 treqand stagts chopping

Google DeepMind

IMO 2015 P3

Let ABC be an acute triangle. Let (O) be its
circumcircle, H its orthocenter, and F the foot
of the altitude from A. Let M be the midpoint
of BC. Let Q be the point on (O) such that

QH 1 QA and let K be the point on (O) such
that KH L KQ. Prove that the circumcircles (O;)

and (0;) of triangles FKM and KQH are tangent

to each other.

Solution

[ |

Construct D: midpoint BH [a]

[a], 0. midpoint HQ = BQ || 0,D [20]
[ |

Construct G: midpoint HC [b]

ZGMD = £G0,D = M 0, G D cyclic [26]

[ensal
[al.[b] = BCIIDG [30]
[...]

Construct E: midpoint MK [c]
[c] = £KFC = £KO.E [104]
|

ZFKOy = £FKO, = KO: |l KO, [109]

[109] = 0,0:K collinear = (0,)(0;) tangent




Wait, Best Als Can't Do These Tasks Well...
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But Human Can Do These...
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Moravec's Paradox

What makes the difference?
The key is that we are in a physical world

“We are all prodigious olympians in perceptual and
motor areas, so good that we make the difficult look
easy. Abstract thought, though, is a new trick, perhaps
less than 100 thousand years old. We have not yet
mastered it. It is not all that intrinsically difficult; it just
seems so when we do it"

Hans Moravec

“The main lessons of thirty-five years of Al research is
that the hard problems are easy and the easy
problems are hard. “The mental abilities of a four-year-
old that we take for granted—recognizing a face, lifting
a pencil, walking across a room, answering a
question—in fact solve some of the hardest
engineering problems ever conceived”

Steven Pinker



Why the Physical Universe is Hard?
Dynamics! Partial Observation! Uncertainty!

SDTV E C
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Why the Physical Universe is Hard?

1. Dynamics, partial observations and uncertainty

2. There is almost no “reset” of your behavior

3. Rules are unknown, you only learn by “experience”

4. Reward is sparse and ambiguous. “Survival” could be the only
shared reward among humankind, which still differs among
different culture

5. No perfect simulation
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We Want Robots that Work in the Physical Universe

Robots in an easy universe Robots in the hard universe

https://youtu.be/WYNnOGAVQEgk?si=W5uwZdIZuwWmKD5w https://youtu.be/QHH3iSeDBL0?si=0JQKP3ig27h03Kpc
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Recent Progress in Robotics is Amazing

HRS MINSEG: —

00:14:5

Figure Al Boston Dynamics

41



Recent Progress in Robotics is Amazing

FAR at Amazon HITTER
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Recent Progress in Robotics is Amazing

EKA Robotics
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Recent Challenges in Robotics

o= P -

Image credit: Tom’s Hardware

Image credit: ChatGPT 44 Image credit: Amanda Suarez



How to Build a Robot Working in the Real
World?



To Build a Robot that Works in the Real World, We Neead
to Study the Trio of Perception, Cognition and Action

Perception
Cognition | € > Action

In simplification, we want to answer questions: “What are our goals?” and “What
action should we take to achieve our goals "
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What Are Important Perceptions?
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Recognition, Detection and 3D Modeling are Important
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Tracking and Pose Estimation are Important
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Inferring Physical Properties is Important

Are the cookies well toasted?
s the plate hot?

s the plate heavy?

Where to grasp the plate?

s the glove slippery?

50



Inferring the Consequence of Actions is Important

Action 1
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Understanding the Dynamics is Important

Laws of Physics
Environmental parameters
Object shape
CﬂﬂectBD|ocann(4Drnoﬂonychjozpn,oT_l/
Object physical properties

!

World ~ -g----

T

Action: aq,a,, ...,ar_q, ar
3D Location (4D motion): 14, 15, .., l7—4
Shape
Physical properties

I
|
1
1
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Perception Is More Than Image/Video

Perception

\\




We will Cover the Perception Part in
Embodied Vision Course CSIE5421



We will Focus on the Action and Cognition in this Course

Perception

3.

Cognition | € > Action

In simplification, we want to answer questions: “What are our goals?” and “
in the current environment?”.
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Decision Making: Decide What Action to Take to Achieve
Goals (Rewards)

Action: muscle contractions
Rewards: food, attentions

Image credit S. Levine

Market Summary > NVIDIA Corp

119.37 uso

+70.82 (145.87%) *+ past year
ug 30, 7:59PM EDT « Disclaimer
\fer hours 119.23 -0.14 (0.12%)

D | 5D M | 6M | YD

zzzzzzz

Action: muscle contractions
Rewards: food

2937 CDP score B

Action: Steering, aCCeleratiOn Low 17.22 Div yield 0.034% 52-wk low 39.23
Rewards: win

Action: selecting companies,
1716muman ressing s tacngnews365 comchampionsp-standings- buying, selling
| | o Rewards: cash

Action: (x, y) location

Action: jump, Te—1
Rewards: win Rewards: win

Rewards: cash, aesthetics

Nin

Action: RGB at each pixel
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Decision Making: Decide What Action to Take

.I1.D decision making

Have a yes no
breakfast
Have a yes no
lunch
Have a
) es Nno
dinner Y

57



However, Decision Making Problems Are Often Sequential

.1.D decision making

Have a yes no
breakfast
Have a yes no
lunch
Have a
. es no
dinner Y

Sequential decision making
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However, Decision Making Problems Are Often Sequential

. t
X f

* Unobserved
* responses

!

Observed
decisions and
response

S W~
%6 * Unobserved
responses
Mechanical

ventilation? Sedation? Vasopressors?
Time

Y

Guidelines for reinforcement learning in healthcare. Gottesman et al. Nature. 59
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However, Decision Making Problems Are Often Sequential

Force-directed method places

- RL agent places macros one at a time
Chip 9 P standard cell

canvas r = —Wirelength
—A X congestion

o[ e | - Rl
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However, Decision

Making Problems Are O

—~

en Sequential




Fach Decision You Make Influence Future Qutcomes

ofNomggl!
Y» uiﬁ | "“IUT_"""L ! : J : |z

© Spectators: 1

RECOMMENDED ALLITEMS ITEM SETS BUILDS INTO

* QT F m J
Treaty Length: 4:28

STARTER

©MDbjo
: 110/114 4
Click where you want to build the building. ed § W‘::gh;‘ ];2,1}: ™ :
2 yWonder_: 92/ »

LEGENDARY
haircut

ce @Landi__its actruallt
% exploding in france these months
¢ @TheViper MMA is boxing,
wrestling, jiu jitsu, muai thai
Ballistas thne
Ml 03674755 0 @ £ i

What is my first item? Where should | drop the town center?
How many villagers on wood?

When should my villagers explore the map?
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Sequential Decision Making Problem

Trajectory: s;,aq,11,S2,a5,7%, .., ST, Ay, T

Environment constraints: s, ; = f (s, a;)

Action ay Goal: maximize the total reward
T
Observations oy
Reward r; max 2 Tt
t=1

Observations o¢.4 Problem: starting with s;, what is the optimal
Reward 14y action trajectory aq, ...ar?
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Traditional Solutions?

1. Memorize 1 demonstration and replay

— RSN |/
il
BE :*k r
i . 3N
V 4
| J !
= —
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Traditional Solutions?

1. Memorize 1 demonstration and replay
2. Plan a path to reach a target pose

100 iterations

1.0
0.8 1
0.6 /|l

0.4
\

T — T —
0.0 0.2 0.4 0.6 0.8 1.0

https://medium.com/@junbs95/types-of-
Demos by Curobo motion-planners -at-a-glance- 617fdb07a762
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Traditional Solutions?

1. Memorize 1 demonstration and replay
2. Plan a path to reach a target pose
3. Control trajectory optimization if the dynamic rules is known

Action a;

Reward r;

Observations oy

Observations o;44
Reward 7,44

Known environment constraints:
St+1 = f (St ag)

Optimization problem:
T

ai,a, ..., ar = argmax E T
ai,...ar =1

with
Sl = §1
St+1 = f (S, ay)
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Traditional Solutions?

1. Memorize 1 demonstration and replay
2. Plan a path to reach a target pose
3. Control trajectory optimization if the dynamic rules is known

In-the-Wild Locomotion Fast Locomotion

Lee et al. 2020 Kim et al. 2019

Model Complexity

NoN-convex,
dis-continuous

harder to optimize!
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Problems of Traditional Solutions

. Memorize 1 demonstration and replay
» Doesn't generalize to different scene layouts

. Plan a path to reach a target pose
» The target pose is often unknown...
. Control trajectory optimization if the dynamic rules is known

» The dynamics is often unknown...
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l[deas from Machine Learning?

A\’Ik A\’I A\’I H\

‘0’ ‘w V

0 0 lA
4,& o7 '

INnput data > > Labels
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l[deas from Machine Learning?

> |.abels

Top-5 error
30% 28%
G I N e S S S S
20% - i DN ..o

15% - .
10% b o I ...
50/0 . ... ... N ... ... . CI— 6% 3'1°/°2_3°A) o
0%

s B g el = R o 2010 2011 2012 2013 2014 Human 2015 2016 2017
) NEC-UIUC XRCE AlexNet ZFNet GooglLeNet ResNet GooglLeNet

1,000,000 images with 1,000,000 labels VGGNet '

ImageNet Large Scale Visual Recognition Challenge. Russakovsky et al. 70 https://viso.ai/deep-learning/imagenet/



ng?

[deas from Machine Learn

A

INnput data

Global Economics Analyst

Goldman Sachs

Percent

soueud)UlE|\ pue
Buiues| spunois pue Buipjing

Jieday
pue ‘soueuajulely ‘uone|elsu|

UOIOBLXT PUE UOKONISUOD

uononpoid

Bunopy
[eUSJE|\ PUE UojEeHOdsUEI |

pajesy
Buiniag pue uoneledsid poo

90IAI9S PUE BJED [BUOSIA]

sausnpul I

EIp3 pue ‘spods
‘Juswurepaius ‘ubisaq ‘spy

yoddng aseouyesH

Aiesqi
pue uononijsu| |euoljeonp3y

[e21uYoa |
PUE SI9UONNIOEId SIEdy)EH

90IAIBS DAOBJ0Id

Ansaio4 pue ‘Buiysid ‘Buiwiey

[eonewayiey pue Jsindwo)

pajejoy pue sajes

Share of Industry Employment Exposed to Automation by Al: US

juswabeuepy

90IAI9S [BI00S pUE Ajunwwo)

suonesado
[EIoUBUI4 PUE SSBUISNg

LTI
[e100g pue ‘[edishud oy

Buuasuibug pue a1njoayydIy

1eba

Hoddng
SAIBSIUIWPY pue PO

Percent

Exhibit 5: One-Fourth of Current Work Tasks Could Be Automated by Al in the US and Europe

2w 2

.05

007 20dxg155
g

T

vr205 20117
oy a0 2178

ehaosan

All text data on
the Internet

71



Robot Learning Applies Learning in Robotics

INnput data

i Ao, ’H\

> |.abels

"w ‘.0{
10\ 10\ 10\
V[‘\ V[‘\ V[‘\H/

Target pose

Feasible paths

Dynamics
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Solutions?

1. Imitation learning by fitting many demonstrations

Largﬁfgg}iwor —> Robot actions

Figure source: https://human-as-robot.github.io/

@ Pour water into the cup

Figure source: AGIBot
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Imitation Learning as a Solution

1. Imitation learning by fitting many demonstrations with large models

Large-Scale Robot e OpenVLA — Closed-Loop
Training Data

Vision-Language-Action Model Robot Control Policy

) . User: Wipe the table.
Fine-tune VLM w/ Robot Actions: ()

OpenVLA:
. ™ [ax 46, AGrip] =...

g _’ Llama 2 7B _’g : &

VT 2
= ___ Base VLM, 3 &

Fully
Open-Source

@ Data
~  Weights

Q Code

OpenVLA: An Open-Source Vision-Language-Action Model 74



Imitation Learning has Issues

1. Imitation learning by fitting many demonstrations

Succeed in the training domain  Fail in the testing domain

RT-1: Robotics Transformer for Real-
World Control at Scale
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Scaling Up Training Data for Robots

Real robot data collected by teleoperation

Synthetic robot data collected in simulation

Real human data stored on the Internet

« Not even robot actions

e Still need humans for data collection
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Other Solutions?

1. Control trajectory optimization if the dynamic rules is known
2. Reinforcement learning by trial and error

I1x real time autonomous execution

https://www.youtube.co https://www.youtube.com/watch?v=jeVppkoloXs&t=11s

m/watch?v=kFPcoclV5Vo
77
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Model-free RL is Sample Inefficient...
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Other Solutions?

Control trajectory optimization if the dynamic rules is known
Reinforcement learning by trial and error

3. Reinforcement learning by trial and error + learning a world simulator from
experience

N;

C(s[0]) C(s[1])

s[0] ? s[1]
P Pred(s,a)

k A(s)

action

a[0] Actor

min||f (s, a) — pred(s,a)ll

A Path Towards Autonomous Machine Intelligence. Yann Lecun. 80



Model-based RL is More Sample Efficient

A. Plan to obtain optimal actions by B. Interact with the environment with optimal actions
simulating outcomes of different actions

B
e S > 0O —————————— >

C. Learn the simulator through experience

: r
CR/ 'ff !
g P > "
r (& ) g :@ g —>
3t h
g
&
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What Simulators to Learn?

predictor == L1
1
Robot :
actions i
& poses
frozen frozen
encoder encoder

ts

Previous

Future
video frames

video frame

Dynamic 3D Gaussians: Tracking by Persistent V-JEPA 2: Self-Supervised Video Models Enable
Dynamic View Synthesis Understanding, Prediction and Planning
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But RL Has More [ssues...



RL Exploration is Ineffective

left  right &
]m T,

Wasting steps

on obvious
useless actions

R | |F | |R||R

84

left  right

The target is
on the left



Sample Inefficiency Makes RL in Real World even Harder

-----

XmIK6vhVGDCsyhfO

https://youtu.be/QZvu8MO02BeE?si



Performing RL in Simulator Has Sim2Real Gap

Learn in Sim Deploy in Real World
. = v B

86



Safety is Essential for Real-world RL

3
.~ Camera

v |

e

https://youtube.com/shorts/RKUeRVTxzjY?si=BpQ7Fez72DkKfUDf 87



Fven Trained with RL, Policies are not Robust to
Varying Dynamics

DyWA: Dynamics-adaptive World Action Model
for Generalizable Non-prehensile Manipulation

88



We will Focus on the Action and Cognition in this Course

Perception

3.

Cognition | <€ > Action

In simplification, we want to answer questions: “What are our goals?” and “What
action should we take to achieve in the current environment?”.

89



What Are the Goals? Who Decides the Goals?

Market Summary > NVIDIA Corp

119.37 uso

+70.82 (145.87%) *+ past year

Action: muscle Contractions ACtiOI’]: Steering, aCCeleratiOn Low 17.22 Divyield 0.034% 52-wk low 39.23
Rewards: food and ? Rewards: win Action: selecting companies,

g sl com/ 202110116 human-breeing Ftpsracingnens365.comchampionsip stanings- buying, selling
S . Rewards: cash and ?

Action: muscle contractions
Rewards: food, attentions
and ?

Image credit S. Levine

i o e
> e S L
Action: (x, y) location Action: jump, Te—l Action: RGB at each pixel
Rewards: win Rewards: win Rewards: cash, aesthetics
wikipedia.org/wiki/Go_%28game%29 age credit Nintenc aﬂd7
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Tasks with Sparse Rewards May be Difficult...

Montezuma’s revenge

* Getting key = reward

o5

CENTIPEDE® ADVENTURE ALIEN BRIGADE ASTEROIDS®

* Opening door = reward
* Getting killed by skull = nothing (is it good? bad?)

* Finishing the game only weakly correlates with
rewarding events

&
*©
i1

z7ie

DESERT FALCON®

* We know what to do because we understand what
CANYON BOMBER® GRAVITAR® " these sprites mean!

NHINJAGOLFK E ‘ TEMPEST® This is also called “credit aSSignment problem”—vvhich
Y actions attribute to the final success

:
i n
3 o+ B = C
—— l : §

VIDEO PINBALL AQUAVENTURE YARS RETURN SWORDQUEST™
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Tasks with Sparse Rewards May be Difficult...

T

Policy fails when optimizing with sparse rewards
= {1, if pour water in the bowl

0, otherwise.

Policy fails when optimizing with staged rewards
1, if reach the mug.

T = .
reach 0, otherwise.
N 1, if lift up the mug.
ft = o, otherwise.

|1, if pour the water in the bowl
0, otherwise.

92



Define Goal with Prior Knowledge: Human Feedback

Bag Packing
IiHEEn “pick up the “put the sponge “use the sponge “put the sponge “pick up the “putit into the
"a,;‘fl‘i‘gge sponge” intothebag” »{ toopenthebag’[@] into the bag” sharpie” bag”
Low-level |
Coniioned : Step 1 Step2 Step3
BC Policy 2 : Sve = -
. Collect demonstration data Collect comparison data and Optimize a policy against the
o —— S utitimtothe  otstethetape__  “dropthetape .y i\ and train a supervised policy. train a reward model. reward model using the PPO
holder” 3¢ g bag' X holder” holder" SEnereaed

reinforcement learning algorithm.

.oy A prompt and several [y A new prompt is “~
A prompt is sample from 7 P P ./ p p
our prompt dataset. Explain reinforcement model outputs are Explain reinforcement sampled from Write a story
S g . learning to a 6 year old. sampled. learning to a 6 year old. the dataset. about otters.
Trail Mix Preparation
|
High-Level ey = 7 T o
- . “pick up the metal | want some . . open the bag pour it into the ‘
La;gl;ij;ge pick up the bag' scoop” M&Ms" | want less’ with scoop” bag" .-wem hm’?‘m P:O
arina e
~O. 4 : . e~ The PPO model is M
Low-level Z 3 3 " SR / \
Lanquage Z A labeler demonstrates 4 \d initialized from the o8 e
onditioned - s % nmacrine o rmrrr supervised policy. N7
BC Policy : the desired output 2 oaring ] L
behavior. ) e |
We give treats and Y Y
“I want some “pour into the “I want some “pour into the e otate the ey “pour into the punishments to teach...
= — — uE— ® s The policy generates
Once upon atime...
A labeler ranks the an output.
outputs from best
SFT to worst.
P 0-6-0-0 '
This data is used to S The reward mode! M
Plate Cleaning fine-tune GPT-3.5 with L ¢ calculates a reward N
Unmguege | *pickup the platery  “pick up the pate? R imovetheplate tol | vcioan the plate?, . I Clean the okt Stnejvissd Bening: z RM fortheoutout W
o sponge” the bowl” | side” [% @ @ M
1 5 /
g : This data is used to .WO +
Low-level N
T train our reward model. ¢ The rewardls iced =)
Conditioned .
BC Policy Q > e > o > o to update the policy rk
using PPO.
“clean the right “wipe the left “clean the leftside oo “clean the “clean the
side again” X side” again” G X bottom” bottom”
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Define Goal with Prior Knowledge: Large Language Models

Large
Language
Model

l Policy Code

block_names = detect_objects("blocks")
bowl_names = detect_objects("bowls")
for bowl_name in bowl_names:
if is_empty(bowl_name):

empty_bowl = bowl_name

break
objs_to_stack = [empty_bowl]|+ block_names
stack_objects(objs_to_stack)

l def is_empty(name):

def stack_objects(obj_names):
n_objs = len(obj_names)
for i in range(n_objs - 1):
objo = obj_names[i + 1]
obj1 = obj_names[i]
pick_place(obj@, obj1)

Code as Policies: Language Model Programs for Embodied Control. Liang et al. ICRA 2023

APIs

User

<+—--- Stack the blocks on the empty bowl.

94

@ Environment Code

class ShadowHandPenSpin(VecTask): —
def compute_observations(self):
self.obj_pose = ...
self.obj_pos = ...
self.obj_rot = ...
self.obj _linvel = ...
self.obj_angvel = ...

self.tgt_pose = ...
self.tgt_pos = ...
self.tgt_rot = ...

self.fingertip_state = ...
self.fingertip_pos = ...

self.compute_full_state()

@ "
O COdlng LLM def compute_reward(
(G PT 4) Q obj_rot, obj_angvel, ...

)

- Reward # Angular velocity penalty
Candidate av_norm = torch.norm(obj_angvel)
- § av_penalty = torch.where(
Sampling av_norm > 2.0,
torch.exp(av_norm - 2.0)
L4

=) | &
Query with Eu re ka GPU-

Feedback Accelerated RL

def compute_full_state(self):

Task Description

To make the shadow hand spin the pen
to a target orientation

We trained a RL policy using the
provided reward function code...
av_penalty: ['0.02', '0.05',
'9.05', '0.04', '0.03', ...]
success_rate: ['0.00', '0.38',
$1-57 0 23 015,053,052 ]
Please carefully analyze the policy
feedback and provide a new, improved
reward function...

Reward
Reflection

Eureka: Human-Level Reward Design via Coding Large Language Models. Ma

] cam#1

Vision

Model

]
Open the top drawer. Large
Pleasealsowatch —> Language —|
out for that vase! Model

- Language J|

et al

def affordance_map():
msize = (100,100,100)
map = np.zeros(msize)
handles = detect('handle')
k = lambda x: x.pos[2]
handles . sort(key=k)
top_handle = handles[-1]
X,¥,z = top_handle.pos
map[x,y,z] = 1
return smooth(map)

def constraint_map():
msize = (100,100,100)
map = np.zeros(msize)
vases = detect('vase')
vase = vases[0]
Xyz = vase.occupancy_grid
map[xyz] = -1

(a)

return sm;oth(map)

View #1

Constraint Maps

3D Value Map Composition (b) Motion Planning

VoxPoser: Composable 3D Value Maps for Robotic Manipulation with
Language Models. Huang et al



Define Goal with Prior Knowledge: Human Behaviors

95



How to Transfer the Knowledge from Human
Demonstrations?

Human Videos Learned Affordance Model Robot Execution Instructions Predicted Future Trajectories of Any Points

open the
middle
drawer of the
cabinet

fold the cloth
and pull it to
the right

Affordances from Human Videos as a Versatile Representation for

Robotics. Bahl et al. p:::;gugnrge

place it on
the shelf

Organize Office Table

j@ @ Organize Shoes Collect Debris
3

n > .. -‘
Y

\'uo\.’-:

S

Any-point Trajectory Modeling for Policy Learning. Wen et al.

)
Raw Visual Observation

! Sman :mnnnl
robot data

Goal TY°7
1mage 1mage
Latentplan CTHS Latentplan
plann

Robot!
Robot pohcy —> azgmnl
a, |

Wnst imgw; Proprio. e, Wnst imgwe Proprio. e¢ Robot action @y

Foundation Model &

Human play
(multi-view)

Final States

S T[]

3D hand location [, 3D —
and traj ryl

(a) Training stage 1 - Learning latent plans (b) Training stage 2 - Plan-guided imitation learning (c) Testing stage

Descriptor Field (AI-Generated Goal Image) (Granular Material) ~ (Compositional Goal Image and 3D Manipulation)

D3Fields: Dynamic 3D Descriptor Fields for Zero-Shot Generalizable
Robotic Manipulation. Wang et al. 96

MimicPlay: Long-Horizon Imitation Learning
by Watching Human Play. Wang et al.



What Are the Goals? Who Decides the Goals?

Market Summary > NVIDIA Corp

119.37 uso

+70.82 (145.87%) *+ past year

Action: muscle Contractions ACtiOI’]: Steering, aCCeleratiOn Low 17.22 Divyield 0.034% 52-wk low 39.23
Rewards: food and ? Rewards: win Action: selecting companies,

g sl com/ 202110116 human-breeing Ftpsracingnens365.comchampionsip stanings- buying, selling
S . Rewards: cash and ?

Action: muscle contractions
Rewards: food, attentions
and ?

Image credit S. Levine

i o e
> e S L
Action: (x, y) location Action: jump, Te—l Action: RGB at each pixel
Rewards: win Rewards: win Rewards: cash, aesthetics
wikipedia.org/wiki/Go_%28game%29 age credit Nintenc aﬂd7
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Probably Survival is One Common Goal for All Creatures

98



Curiosity May also be an Important Goal

https://youtu.be/8vNxjwt2AqY?si=FKbowXKsgXvPOj2T 99



Learning from Babies

e Be multi-modal
e Be incremental

e Be physical

e Explore
e Be social

e Learn a language

Slide credit K. Fragkiadaki 0



What Kind of Robots Do We Need?



Jaw-Gripper Robots are Simple but Incompetent

Gemini2 Robotics by Google DeepMind 2



To Perform Daily Tasks, We Need Multi-Arm Multi-
Fingered Robots...

=3 Egocentric RGBD Camera

Third-View
RGBD Camera

/

7 DoF arms, 6 DoF hands

103



Hand-Leg Coordination with Humanoid Robots

i)

3
- -y

https://youtu.be/HYwekersccY?si=QwZhtTnHWaj3oUcf 104



Dexterous Manipulation with Multi-finger Hands

=

sharpa

https://www.youtube.com/watch?v=Biojxg5KFXo 105



Collecting Expert Demonstrations for Multi-arm Multi-
Fingered Robots is Expensive...

Demo w. DextUMI Robot Execution

pueH-aJidsu

https://youtu.be/Bhg3uOx9ZPw?si=et7L0endzGvGP)z-
DexUMI: Using Human Hand as the Universal Manipulation Interface for Dexterous
Manipulation

106



Collecting Expert Demonstrations for Multi-arm Multi-
Fingered Mobile Robots is Even More Expensive...

(a) Humanoid Whole-body Teleoperation (b) Policy
Back o Qupper
Upper-body || ’Connecmr \  Y = < —
Exoskeleton ) & AN gl _,: :
== e \A . - Ihead
, ‘ — | g | —— T
FPV robot image = QLo
S < > Iright
> [ |

Joint-matching pose o1  gim f@ ) \ =

b » datééét |

C

3DoF x 5 Hand R X o q: Ct
Connector 0 gy e q c
<o Locomotion %’-’ i?: o C |«
commands K o w;
e Q ) i" 2 % N —| 9t |— y 20 A
. -~ L qc
i Micro- Y
ST 4 1 [ @e-1
Sensor modules < J
Walk and Squat ~ a,
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RL Don't Work Out-of-Box with High-Dimensional Actions

(a) Sim?< ~ (b.1) Simulation Object Sets

(b.2) Real-World Object Sets

Fingertip  Vanilla

® 0
Mapping RL urs
Box 13.1+18 204+18  69.8+66
Micro. 60.6+27  56.1+198 100+00
Laptop 9.2+05 8.6+14  76.7+41
Coffee. 8.2+06 92431  74.8+38
Mixer 8.3+21 10.8+32  82.8+21
Notebook 4.5+01 4.5+03 64.3+s84

Object-Centric Dexterous Manipulation from Human Motion Data 108



Training Multi-arm Multi-Fingered Robots with Human
Motion Priors

Y
=

Input: RGB human Extract motion priors and task rewards Learn in digital
videos 109 twins



Training Humanoid Robots with Human Motion Priors

Visual Imitation Enables Contextual Humanoid Control 110



What we hope you to know after this class?



From Seeing to Acting, What are Under the Hood?

Optimus by Tesla

112

What are the goals? How to
obtain the goal?

How to achieve the goal with
low-level actions?

What are the essential
components to control robots?

What kind of robots do we
need?

What are the limitations of
SOTA robots?

What are the open challenges
to build a general robots?



Reminder

f you're interested in enrolling, please fill out and submit this form. We will
first randomly sample 10-20 people for additional enrollment. We will
release more slots it some students withdraw their enrollment

https://forms.gle/xM2nRt774nT5kiKré

Any application of course withdrawal after 10/30 will not be accepted!
Also withdraw the course now if you have other plans!
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https://forms.gle/xM2nRt774nT5kiKr6

